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Abstract. Over the past two decades, online platforms have increasingly de-
ployed algorithmic systems to make content moderation decisions, first
through hashing algorithms and later using machine learning methods. To-
day, online platforms are increasingly exploring using large language mod-
els (LLMs), marking a third wave of automated content moderation. LLLMs
can be given prompts in plain language, are flexible to new policies and lan-
guages, and have some performance advantages. Adoption is being acceler-
ated by falling costs, deep cuts to trust and safety teams, and public policy:
takedown mandates measured in hours rather than days function as de facto
automation requirements. Yet LLM moderation performs worse in low-re-
source languages, carries the political constraints of the models' origins, and
reaches inconsistent decisions on identical content. We offer nine recommen-
dations for platforms, regulators, and researchers.

Keywords: Content Moderation. Artificial Intelligence. Trust & Safety. Plat-
form Governance. Large Language Models.

1 Introduction

Over the past two decades, online platforms have increasingly deployed algorithmic
systems to make content moderation decisions, first through hashing algorithms and
later using machine learning methods. Many large platforms automate over 90 percent
of moderation actions. Today, online platforms are increasingly exploring using large
language models (LLMs), marking a third wave of automated content moderation.
LLM:s are not yet wholly replacing established algorithmic approaches, but they are
tackling novel and challenging moderation decisions, which were previously often
handled by individuals at trust and safety teams. This change is primarily being driven
by technological advances of LLMs, the economic incentives of the online platforms,
and by global digital policymaking. Content moderation is notoriously complex and
nuanced: moderate too little and users face unchecked hate speech, misinformation, and
other harmful content; moderate too much and platforms undermine freedom of
expression and access to information. The scientific evidence and technical
characteristics of LLMs demonstrate a mix of promise and peril from this third wave
of automation—one that will shape the next generation of online platform governance.
We conclude with nine essential recommendations in response, including calling for
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expanded transparency and explanations; robust testing and new technical best
practices; easier appeals and stronger autocratic safeguards; as well as support for the
open-source community and an investment in multilingualism.

2 An Abbreviated History of Automated Content Moderation

In the early 2010s, online platforms primarily relied on human content moderators to
manually review large volumes of user-generated content. Often performed by people
in the Global Majority, this work comes with significant psychological toll and poor
working conditions. These conditions persist, with recent research highlighting how
moderators of non-English languages are routinely overworked, underpaid, and as-
signed content [1] in dialects they don't natively speak. However, the paradigm of con-
tent moderation has significantly moved toward automation, especially in the last ten
years.

Moving past simple keyword filters, companies were experimenting with algorith-
mic content moderation at least as far back as 2007 [2]. For example, in the last three
months of 2025, 98 percent of videos and 99.8 percent of comments removed [3] from
YouTube were taken down by automated content moderation systems. In the latter half
0f 2025, TikTok’s European Union operation used an automated system with no human
review for 94 percent of content removals [4]. Until the past few years, online platforms
have primarily relied on two computational techniques, paired with human review:
matching algorithms and predictive models.

Matching algorithms compare newly posted content to see if it is identical or highly
similar to content that has already been flagged in an existing database. One prominent
form of matching is hashing, a type of "fingerprinting" in which an algorithm converts
a piece of content into a unique numerical value, allowing platforms to detect identical
or visually similar content at scale. A key limitation of matching algorithms is that they
can only assess content that has already been identified as harmful by a human reviewer,
not previously unseen content. Advances in hashing algorithms, especially perceptual
hashing [5], do enable the identification of content that has been minorly altered.

Predictive models, by contrast, use machine learning methods to estimate the likeli-
hood that a piece of content constitutes a policy violation. Human reviewers first label
examples of content as consistent with, or in violation of, a platform’s content policy;
data scientists then train a model to estimate whether new content violates it. Because
policies cover many topics with different criteria, platforms deploy multiple predictive
models [6], one for each category, such as "hateful conduct" or "promotion of terror-
ism." The labels used to train these models are the product of subjective human judg-
ment. A predictive model is therefore best understood not as producing an objectively
correct answer, but as roughly reflecting the opinion [6] of the labelers that the model
is emulating.

Predictive models have been fairly effective in some circumstances, such as classi-
fying toxic comments with about 90 percent accuracy [7], albeit this is working in the
easiest language (English) on an extensively studied problem. In 2017, Google Jigsaw
and Wikimedia released the influential Perspective API, which used predictive models
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to analyze posts for toxicity. While the API showed high accuracy for toxicity classifi-
cation in testing, once released, users reported [2] numerous examples of “over- and
under-zealous toxicity predictions.” One analysis found that four times as many Ger-
man-language posts [8] would be moderated, relative to English-language posts.

While they are more flexible than matching algorithms, predictive models are also
limited in their ability to classify novel and evolving content. Still, both techniques
remain effective at vast scale and are essential to systems identifying terrorist content
and child sexual abuse material (CSAM). But platforms must also address novel and
fast-changing content where the language around what is harmful is constantly evolv-
ing: enter large language models.

3 The Emerging Role of LLMs in Content Moderation

Over the past several years, internal teams at online platforms and independent compa-
nies have begun to explore and implement LLMs for content moderation. Systematic
reviews have demonstrated that LLMs outperform the prior generations of content
moderation algorithms in some domains, for instance in hate speech detection [9].

3.1 Flexible, adaptable, and multi-lingual

The original applications of LLM-based content moderation, such as Meta's Lla-
maGuard and Google's ShieldGemma, used fixed definitions of content violations that
the model was trained or adapted to identify. By contrast, more recent LLM-based sys-
tems enable users to write their own policies for allowable content. This new family of
bring-your-own-policy (BYOP) tools includes OpenAl's gpt-oss-safeguard [10] or Zen-
tropi's CoPE-B [11], which allow online platforms to write content policies in plain
language and give them to the model. This also enables the sharing of effective LLM
policies, for instance, those written by the Christchurch Call on violent extremism.
Plain-language policy editing also reduces, though does not eliminate, the engineering
work of adjusting a deployed policy—an important consideration for under-resourced
trust and safety teams. The BYOP approach is therefore especially beneficial for
quickly evolving discussions and virally spreading content.

Multi-lingual fluency is another significant advantage for LLM-based moderation,
with some LLMs supporting 80 or more languages. In one study [12], a fine-tuned
Llama model matched or outperformed prior methods for detecting predatory and abu-
sive conversations in English, Roman Urdu, and Urdu. Unsurprisingly, this benefit is
neither automatic nor guaranteed. An analysis of LLM content moderation for cross-
cultural English language hate speech found a clear bias towards Anglosphere English
[13] relative to English spoken in South Africa and Singapore. A systematic review [9]
of LLM hate speech detection found “while LLMs have demonstrated remarkable suc-
cess in resource-rich languages, their cross-lingual and multilingual performance often
falls short.”
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3.2 Cost considerations amidst widespread layoffs

Deploying a high-quality LLM classifier for every piece of content, especially on larger
platforms, would be extremely expensive [11] and prohibitively slow. This is especially
true for reasoning models [14], which use much more computing. However, there are
paths to more affordable uses of LLMs. Recent work [15] demonstrates that smaller
BYOP models can also classify content according to policy instructions delivered as
prompts, without retraining each time a policy changes.

Hiring and training human moderators worldwide is also expensive. These teams
have seen dramatic cuts, exacerbated by political pushback against online safety work.
After Elon Musk took over Twitter in 2022, the company laid off one third [16] of its
trust and safety staff. In August 2025, TikTok also announced layoffs of hundreds of
content moderators as it expanded its use of Al for content moderation [17].

In March 2026, Meta announced a years-long rollout of Al systems [18] to handle
content enforcement tasks, reducing its reliance on third-party vendors and contractors.
The largest platforms are already investing heavily in LLMs, so automating moderation
is an obvious way to help justify that expenditure.

3.3  Handling novel and complex content

Established algorithms struggle with novel or subtle forms of banned content. It is for
these challenging edge cases that LLMs seem promising [19] and worth their cost.
LLMs, especially those with reasoning capabilities, are far better at contextual under-
standing of natural language [20] relative to prior algorithms, including the ability to
interpret sarcasm, implicit meaning, and culturally embedded references.

LLMs may prove especially valuable for escalating (that is, notifying human mod-
erators for further deliberation) challenging cases that require contextual understand-
ing. One proposed hybrid system [19] has LLMs decide clear violations while flagging
edge cases and emerging threats to human moderators, whose decisions then feed back
into training data and policy refinement.

Additionally, when prompted, LLMs may be able to do more than escalate and clas-
sify content [20]: they can offer explanations for their reasoning by pointing to specific
rules or sections of relevant content moderation policies. A stronger body of research
is necessary to draw strong conclusions about these LLM-based explanations. How-
ever, when a user is given an explanation as to why their content was taken down, there
is some evidence this will decrease future violations [21].

4 Repercussions of LLM Content Moderation

Despite their advantages over prior algorithmic approaches, LLMs in content modera-
tion have also demonstrated shortcomings regarding fairness, bias, and free expression.
While LLMs can be adapted more effectively to other languages and dialects than prior
algorithms, they still perform worse [22] in low-resource languages, that is, in lan-
guages with minimal or low-quality training data. Most current language models reflect
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the world as seen through Anglo-centric and predominantly North American texts, in-
troducing biases against languages and cultural perspectives not represented in training
data. This creates an equity problem for content moderation: communities already un-
derserved are more likely to have their content incorrectly flagged, or harmful content
directed at them go undetected. Data-donation programs and community-led initiatives
that build models by and for the Global Majority offer one route to closing this gap.

These efforts may also help address a concern raised by the European Center for
Not-for-Profit Law, which argues that LLMs deployed into online platforms may pro-
mote an “algorithmic monoculture [23]” wherein a small number of foundation models
can dictate or strongly influence global online speech norms. This concern has been
borne out in evidence—a comprehensive audit [24] found that popular LLM modera-
tion tools (including from Google, Anthropic, and OpenAl) suppress identity-related
text two or three times more frequently than text that is not identity-related.

LLM chatbots also suppress or censor some political topics, which would likely
carry over to moderation decisions. Prompted with 145 Chinese political topics [25],
models developed in China refused around one third of prompts, versus zero to three
percent for non-Chinese models. In some cases this may reflect intentional censorship,
but in others, especially authoritarian countries like China and Russia, longstanding
state control over the local media ecosystem has biased [26] the data the LLMs are
trained on. Some Al companies, including Anthropic, have acknowledged this issue.

Beyond explicit censorship, there is also the risk of “algorithmic arbitrariness [27],”
with one study finding that multiple models (each performing equally well on average)
can reach conflicting decisions on the same piece of content, depending on even trivial
aspects of model design. Recent work [28] provides further evidence for this concern.
In the first large-scale comparative analysis of seven leading moderation systems, they
find that identical content receives markedly different hate speech classifications de-
pending on the LLM used. A related concern is that even sophisticated LLMs [29]
struggle to distinguish between the use of harmful language and references to that harm-
ful language. This is critical because refuting problematic claims, or counterspeech,
often involves mentioning those problematic claims.

These concerns are not entirely novel: the 2025 joint declaration [30] by the United
Nations, OSCE, OAS, and African Commission special rapporteurs on freedom of ex-
pression cautioned that the use of algorithms for content moderation can lead to over-
removal, discrimination, and censorship. As LLMs take on a broader role in content
moderation, it is not yet clear whether they will be a tool to address these algorithmic
shortcomings, or will ultimately exacerbate them.

5 Public Policy is Encouraging LLM-Automated Content
Moderation

Platforms are likely to adopt LLMs for their flexibility and efficacy on novel content,
especially as cost declines [31]—but they are also responding to public policy. In leg-
islating content takedown requirements with short time windows, governments are cre-
ating de facto automation requirements, encouraging the adoption of LLMs. Meta’s
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transparency report notes that, while uncommon, “a country’s law may obligate us to
automatically restrict access to content, at scale in specific countries, based on local law
requirements” [32].

One of the first major laws [33] regulating online content moderation came in Ger-
many’s 2017 NetzDG law, which compelled companies to remove “manifestly unlaw-
ful” content within 24 hours of a user complaint. The UK has similar laws: non-con-
sensual intimate imagery will have to be taken down within 48 hours of notification
[34]; while the Online Safety Act mandates [35] that platforms use systems and pro-
cesses to “minimise the length of time for which any priority illegal content is present.”
Since 2022, the European Union has required removal of terrorist content [36] within
one hour of a government removal order.

In February, India’s Information Technology ministry passed amendments [37] to
the IT rules that mandate social media platforms comply with content takedown notices
within 3 hours. Meta’s compliance with such notices has risen sharply: it restricted
1,808 items in India under local law in 2022, 25,600 in 2024, and 69,400 in 2025 [32].
Amid ongoing repression of student protests, Indian agencies issued an average of
1,275 blocking orders a day between March and July 2026 [38], and Meta is resorting
to broad automated censorship [39] to adhere to the Modi government’s strict content
takedown mandates, likely motivated by the legal risk to the platform’s safe harbor
protection. Vietnam’s latest amendments to its cyber law [40] also follow this trend.
Platforms now have only 24 hours [41] to remove content that violates its broad man-
date, and merely 6 hours for “urgent” cases. Meta, YouTube, and TikTok have com-
plied in over 90% of cases [41] with the Vietnamese government’s takedown requests.

According to Freedom House, in at least 21 countries platforms were required, ex-
plicitly or through tight removal deadlines, to use automated systems [42] for content
moderation. Governments are demanding faster, more comprehensive compliance, and
we should expect continued automation as a result. As Apar Gupta, Executive Director
of India's Internet Freedom Foundation stated [43]: “Platforms, facing legal risk, will
deploy error-prone automated systems, label widely, remove quickly, and prefer false
positives to liability.”

6 Recommendations

We highlight nine recommendations made more essential by this third wave of auto-
mated content moderation.

Adapted Transparency Reporting—As part of transparency reporting, online plat-
forms should provide, and technology regulators should request, information about the
automated systems used for legally required content moderation, including whether
they are matching algorithms, predictive models, LLM-based systems, or a combina-
tion thereof. For LLM-based moderation, it is also worth collecting which specific LLM
is being used, how it has been adapted and deployed, and for what purposes, as perfor-
mance varies extensively.

New Technical Best Practices—LLM developers should publish best practices for
LLM use in content moderation, such as clear model specifications, system prompts
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that balance content safety and free expression, and fine-tuning assisted by subject mat-
ter experts with appropriate cultural knowledge. For high-stakes content, platforms
should also explore ensembles of LLMs that vote on decisions to reduce arbitrary or
erroneous decisions.

Localized Testing and Evaluation—For particularly critical content (e.g. CSAM, ter-
rorist content, calls to violence, etc), online platforms should perform, and regulators
should require testing and evaluation of automated content moderation systems in local
languages and dialects, evaluated against language-fluent, in-country, culturally at-
tuned experts. Regulators should also perform independent evaluations and fund third
party research, including longitudinal monitoring of LLMs.

New Possibilities for Explanations—Online platforms and independent researchers
should investigate the merits and limitations of LLM-based explanations for content
moderation decisions. If meaningful, these explanations might also provide insights to
regulators through regulatory mandates such as Article 17 of the EU’s Digital Services
Act [44].

More Essential Appeals—As content moderation becomes progressively more auto-
mated, a path to a human appeal becomes ever more essential. Online platforms should
maintain, and policymakers should require, appeal processes that are obvious, accessi-
ble, and lead expeditiously to a review by an appropriately trained human.

Encouraging Open-Source LLMs—The emergence of LLMs in content moderation
is another reason to support open-source LLMs. A vibrant open-source ecosystem of-
fers platforms more competition and optionality in building effective and equitable
moderation systems.

Invest in improving LLMs for Low-Resource Languages—Online platforms, Al
companies, researchers, and philanthropies should invest in the data infrastructure un-
derpinning multilingual moderation, including data-donation programs and commu-
nity-led model development.

Stronger Safeguards from Autocratic Manipulation—BYOP LLMs may enable eas-
ier autocratic manipulation, since mandating a specific policy prompt is easier than de-
manding a bespoke algorithmic system. Online platforms should strengthen standards
and mechanisms for refusing unlawful or unethical content moderation demands from
autocratic regimes.

Refrain from Filtering Mandates—Governments have at times considered requiring
online platforms to proactively identify and automatically filter certain types of content
when it is uploaded [45]. LLMs do not significantly change the balance of costs and
benefits of such mandates, and governments should continue to refrain from them.
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