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Abstract. Social media users curate their self-presentation for audi-
ences that vary in breadth and predictability across platforms. When
users are uncertain about who will encounter their profile and what
norms those viewers will bring, they may limit identity complexity in
their self-presentation, defined as the number of identities expressed and
the conceptual and cultural diversity among them. To assess this possi-
bility, we compare profiles from X and Bluesky users who posted about
Eurovision during the same period in May 2026. X predates Bluesky by
about 16 years, has a user base several times larger, and defaults to an
algorithmically curated feed that exposes users to content from beyond
those they follow, contributing to greater audience uncertainty on X. We
find that across all three dimensions, Bluesky users expressed greater
identity complexity than X users. Specifically, they presented more iden-
tities, more conceptually diverse identities, and more culturally atypical
combinations of identities, although differences were small overall. These
findings are consistent with the possibility that broader and less pre-
dictable audiences constrain complex self-presentation and suggest that
platform context can shape the forms of identity expression that users
make visible online.

Keywords: Self-presentation · Identity complexity · Context collapse ·
Invisible audience · Social media.

1 Introduction

Social media connects people across geographic and cultural boundaries, ex-
posing users to audiences that are often broader and less visible than those
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encountered in offline settings. People and expectations that would ordinarily
remain separated across social contexts can converge, a phenomenon commonly
referred to as context collapse. Because users rarely know exactly who will en-
counter their profiles, they must construct an imagined audience in the face of
substantial audience uncertainty [8, 6]. This uncertainty may therefore shape not
only what people choose to disclose, but how they organize and present differ-
ent aspects of who they are. This matters because the identities people make
visible influence how others perceive them and can also feed back into how they
understand themselves.

Broader, more diverse and potentially unknown audiences create competing
pressures for self-presentation. On the one hand, there are more opportunities for
social connection. Users may therefore benefit from displaying multiple facets of
themselves because each provides another possible point of recognition. On the
other hand, broader and less visible audiences are more difficult to anticipate.
Greater audience uncertainty increases the risk that signals appropriate for one
audience will be misunderstood or negatively evaluated by another. Work on
context collapse therefore suggests an opposing incentive to present oneself in
ways that remain intelligible across audience segments [8]. For example, when
multiple audiences are collapsed into a single context, users may constrain their
self-presentation toward a “lowest common denominator” – signals likely to be
acceptable across the audiences they anticipate encountering [5] – or place dispro-
portionate weight on the expectations of a particularly consequential “strongest
audience” [7].

We examine these possibilities through expressed identity complexity, or the
structure of the identities users present in their profiles. We use identities to
refer to socially meaningful, self-relevant concepts through which people under-
stand themselves and are recognized by others, such as occupations, family roles,
political affiliations, nationalities, and hobbies [14]. We distinguish three dimen-
sions of expressed identity complexity: the number of identities presented, their
conceptual diversity (i.e., semantic dissimilarity), and their cultural atypicality
(i.e., how unusual it is for those identities to be expressed together by the same
person).

Previous research on context collapse and self-presentation focuses on what
users select to disclose or censor, and how they manage privacy settings [4, 13].
Furthermore, these effects are often examined on one platform at a time. Yet
context collapse is not a uniform property of social media [1]. The breadth,
visibility, and predictability of one’s potential audience depend partly on the
architecture and population of the platform on which self-presentation occurs.
We extend these accounts by examining how these pressures alter the structure
of identities people publicly claim in their profile on two social media platforms:
X (formerly Twitter) and Bluesky.

X and Bluesky are a particularly useful comparison because Bluesky emerged
from a project initially developed within Twitter and retains many of the same
basic conventions of public, real-time discourse, while developing a different ar-
chitecture, history, and user population [11]. They have several key distinctions.
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First, they differ in the amount and structure of information users can present
in their profile. Bluesky permits a longer profile description than X and the
platforms provide somewhat different auxiliary profile fields, such as a “pro-
nouns” field on Bluesky and “location” field on X. Greater expressive capacity
provides a straightforward reason to expect more identities to be made visible on
Bluesky. Second, there are reasons to believe that these platforms differ in audi-
ences and norms. X is substantially older and larger, and its default algorithmic
feed routinely exposes users to content and users beyond those they explicitly
follow [3]. Bluesky places greater emphasis on following-based and user-curated
feeds [11, 2]. There is also strong evidence that Bluesky’s audience is particularly
politically homogeneous: recent work finds that its user base is predominantly
left-leaning and that opposing political positions are often represented by only
a small minority of users [11, 12].

These platform differences do not provide a causal test of context collapse,
but they make it reasonable to expect that profiles on X circulate before a
broader and less predictable potential audience. If broader audiences primar-
ily increase opportunities for social connection, X users might display identities
spanning a wider range of conceptual and cultural domains. If audience uncer-
tainty instead favors broadly legible self-presentation, as the context collapse
account suggests, identities displayed on X should be less conceptually diverse
and less culturally atypical than those displayed on Bluesky.

We evaluate these expectations by comparing identity complexity in profiles
from X and Bluesky users collected over the same 32-day period in May 2026 us-
ing the same Eurovision-related keywords. Across both profile bios and the full
set of available profile fields, Bluesky users express more identities, and those
identities are more conceptually diverse and culturally atypical than those ex-
pressed on X. This pattern is consistent with the expectation that broader and
less predictable audiences are associated with more constrained forms of iden-
tity presentation, reinforcing previous findings that context collapse can reduce
variability in self-presentation and encourage more broadly acceptable forms of
expression.

2 Methods

2.1 Data

This work uses X (formerly Twitter) and Bluesky data collected using a keyword
search between April 30, 2026 through May 31, 2026. First, we obtained Bluesky
data from the Indiana University Observatory on Social Media (OSoMe) AT
Protocol archive1. We identified posts containing Eurovision-related keywords
and extracted the users associated with those posts, including users connected
through replies, quotes, and reposts. We then collected profile information for
the resulting set of unique users using the public Bluesky AppView API, so we

1 https://osome.iu.edu/resources/data-resources
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have profile information for each user at one point in time. This process yielded
profile information for 74,215 unique Bluesky users.

Second, we collected X data using the official X API and the same Eurovision-
related keywords used for Bluesky. Because API access was usage-priced, collec-
tion proceeded sequentially by day under a fixed overall budget, with larger daily
allocations for the Eurovision semi-finals and final. Posts were retrieved in pages
of up to 100. After each page, we identified unique authors, removed users whose
profiles had already been collected on an earlier day, and recalculated the remain-
ing budget while reserving sufficient funds to retrieve profile metadata for newly
observed users. We continued retrieving posts until another page could not be
safely accommodated within the day’s allocation. Profile information was then
collected once for each newly observed user, yielding 48,790 unique X users.

2.2 Measuring identity complexity

We first segmented bios into candidate identity phrases using a rule-based extrac-
tion pipeline designed for bios [9]. Specifically, we normalized Unicode, punctu-
ation, whitespace, hashtags, emojis, pronouns, ages, locations, and list-like con-
structions, while removing URLs, emails, and phone numbers. We reconciled the
phrases from this process with an already cleaned set from a dataset of 31.6M
X bios [10]. To improve coverage, we then re-scanned the original bio text for all
phrases in this dictionary, matching longer phrases first. Our retained identities
are primarily English-language phrases or emojis, meaning that the procedure
does not capture all forms of identity expression. In addition, some users express
highly idiosyncratic identities for which co-occurrence patterns cannot be esti-
mated reliably. Overall, we retained at least one identity for 43,074 Bluesky bios
and 19,692 X bios.

We operationalized three dimensions of identity complexity. The first dimen-
sion is the number of cleaned identities retained from a bio. To measure con-
ceptual diversity and cultural atypicality among identities, we first identified all
unique pairs of identities within each bio. For conceptual diversity, we embedded
each cleaned identity using the all-mpnet-base-v2 sentence-transformers model2
and calculated cosine similarity for every pair of concepts. For cultural atypical-
ity, we used normalized pointwise mutual information (NPMI) values estimated
from identity co-occurrence patterns using the larger corpus of X bios [10]. As
a validation of this reference corpus, pairwise identity co-occurrence frequen-
cies were moderately correlated with those observed in the present X/Bluesky
sample among pairs observed in both datasets (Spearman’s rank correlation co-
efficient=0.55; N=626,189 pairs).

At the bio level, conceptual diversity was calculated as one minus the average
normalized semantic similarity across all identity pairs, and cultural atypicality
was calculated as one minus the average normalized co-occurrence association.
Thus, higher values indicate greater complexity across all three dimensions: more
identities, identities that are more semantically diverse, and identities that are
2 https://huggingface.co/sentence-transformers/all-mpnet-base-v2
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more rarely co-expressed. Spearman’s correlation between the number of identi-
ties and conceptual diversity is 0.006; between number of identities and cultural
atypicality is 0.033; and between conceptual diversity and cultural atypicality is
0.33.

2.3 Analysis

We compare identity complexity across platforms using Welch’s two-sample t-
tests, which do not assume equal variances between groups. We estimate separate
tests for the number of identities, conceptual diversity, and cultural atypicality,
and report Cohen’s d to characterize the magnitude of each platform difference.
Our primary analyses are restricted to non-empty bios and measure identities
using bio text only. As robustness checks, we repeat these analyses but include
the empty bios and identities extracted from all available profile fields, rather
than just the bio. We also estimate OLS models predicting conceptual diversity
and cultural atypicality as a function of platform and the number of identities
expressed.

3 Results

First, we summarize identities presented in bios in each sample. A higher pro-
portion of bios in our Bluesky sample were non-empty (94.0%) than in our X
sample (77.7%). Among non-empty bios, Bluesky users presented an average of
2.15 (std. dev. = 2.98) identities, compared with 1.53 (std. dev. = 2.37) identi-
ties among X users. The median number of identities was 1 on both platforms.
Notably, when all available profile fields are included, the average number of
identities increases to 2.41 (std. dev. = 3.12) on Bluesky and 2.26 (std. dev. =
2.77) on X.

Second, we assess differences in each dimension across platforms. Across all
three dimensions, identity complexity was higher on Bluesky than on X. Con-
ceptual diversity was slightly higher on Bluesky (mean = 0.762, std. dev. =
0.060) than on X (mean = 0.756, std. dev. = 0.075), while cultural atypicality
was 0.918 (std. dev. = 0.061) on Bluesky and 0.898 (std. dev. = 0.093) on X.
The largest differences were observed for cultural atypicality (d = 0.28) and the
number of identities expressed (d = 0.23), whereas the difference in conceptual
diversity was substantially smaller (d = 0.10). Thus, although the differences
were consistent in direction, their magnitudes were small overall, particularly
for conceptual diversity.

These differences were robust to including empty profiles, measuring iden-
tities across all available profile fields, and, for the two relational dimensions,
accounting for the number of identities expressed. In fact, controlling for the
number of identities explained almost none of the platform differences in these
dimensions: the Bluesky–X difference in conceptual diversity changed only from
0.0064 to 0.0062, and the difference in cultural atypicality changed from 0.0203
to 0.0193.
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Fig. 1. Cohen’s d effect sizes comparing Bluesky with X/Twitter across the three com-
plexity dimensions. Points represent standardized mean differences (Bluesky - X); ver-
tical lines show 95% confidence intervals. Positive values indicate higher average scores
on Bluesky.

4 Discussion

Our cross-platform comparison revealed a consistent, though modest, pattern:
identity presentation was more complex on Bluesky than on X. Specifically,
Bluesky users expressed more identities, and those identities were more concep-
tually diverse and more culturally atypical than those expressed on X. This
pattern is compatible with the possibility that broader and less predictable
audiences constrain complex forms of self-presentation. X exposes users to a
larger, more heterogeneous, and more algorithmically mediated audience, creat-
ing greater uncertainty about who may encounter a profile. Such context collapse
may encourage users to limit the identities they present and to combine them in
more legible and culturally conventional ways. By contrast, the comparatively
narrower and more like-minded audience on Bluesky may reduce these pressures,
allowing users to express a greater number and range of identities.

Differences in self-presentation affordances may also help explain part of
this pattern. In particular, the greater space and profile flexibility available on
Bluesky may help explain why users expressed more identities. The differences
in conceptual diversity and cultural atypicality, however, extend beyond the
amount of identity information users provide, suggesting that the platform dif-
ferences are not limited to expressive capacity alone.

This work is not without limitations. First, we did not attempt to connect
users across platforms. To mitigate temporal and topical differences, we collected
users on X and Bluesky using the same keywords, during the same period. Fu-
ture work should extend these analyses to examine the same users on multiple
platforms. Second, we only discussed a small set of theoretically motivated differ-
ences between platforms. X and Bluesky differ on many dimensions beyond those
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considered here, including institutional anchoring and other affordances; future
work should isolate these dimensions experimentally. On Bluesky, handles do
not merely reflect the user-specific username. Rather, it also includes a domain
component which allows users to refer to an organization or affiliation directly
in their username. In this way, institutional affiliation may be more salient on
Bluesky than X, where users do not attach these domains to their username.
Other possible differences may be more relevant to within-platform contexts,
such as specificity and ephemerality. Both platforms are used for real-time dis-
cussion, although X has a much longer-established role in breaking news and
live events. Different discussions on these platforms may shift more quickly than
others. Future work should expand on these dimensions of context considered
and possibly adjudicate between their effects experimentally.

Finally, and most crucially, this work is entirely observational and between-
person. Therefore, while we can claim the results are consistent with our theory,
this does not establish causal effects. Future work should therefore move be-
yond cross-sectional platform comparisons to directly test the mechanisms pro-
posed here. One approach would be to experimentally manipulate features of the
imagined audience (e.g., its size, ideological or social heterogeneity, or the pre-
dictability of who will view a profile) and examine how participants alter their
self-presentations in response. Researchers could similarly manipulate profile af-
fordances, such as the amount of space available or the availability of dedicated
fields for affiliations and other identity information, to isolate their effects on the
number and types of identities expressed. Within-person studies could comple-
ment these experiments by comparing how the same users present themselves
across platforms or across contexts with different audiences, reducing concerns
that the observed differences primarily reflect platform selection. Qualitative in-
terviews could also inform how users understand these contextual features and
which audiences and risks they consider when deciding what identity informa-
tion to disclose. Together, these approaches could help distinguish the effects
of audience structure and platform affordances from compositional differences
between platforms and provide stronger evidence for how social context shapes
the structure of self-presentation.
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