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Abstract. Currently, there are three main paradigms that are used
for modeling societies: agent-based models, large-language models and
network dynamic models. This paper argues that these three traditions
should converge rather than compete. We describe the Large-language
Agent-based Network Dynamic (LAND) model, a framework in which
the network-dynamic modeling supplies the interaction topology, agent-
based modeling supplies the behavioral dynamics and large-language
models supply the language and content generation. We also describe
how the LAND model can be used as a pre-deployment policy testbed,
and some open challenges and research agendas.
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1 Introduction

Consider a scenario where a policymaker is trying to design and decide on ap-
propriate interventions to combat a harmful narrative spread on social media
platforms. Some questions that could be asked would be: How far would the
narrative potentially spread? Can I used automated bot interventions to combat
the narrative spread? How many bots and what types of bots should I use to
combat the spread? Answering any of these questions with more than intuition
requires the ability to generate counterfactual social data, in order to ask what
would have happened to a narrative’s spread under different sets of moderation
and intervention mechanisms. Beyond that, sometimes it is also intractable and
unethical to run such interventions directly on the live population, because such
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an intervention in itself would also change the discourse and the structure of the
digital ecosystem [I3].

Three modeling traditions have each answered part of the problem. Agent-
based models (ABMs) generate the emergent, bottom-up macro-patterns like
polarization, cascades, tipping points, that arise from simple local rules. Bot-
Sim, for instance, models the spread of conspiratorial belief across a popula-
tion of rule-based agents and shows how deliberately placing a small number of
counter-messaging bots can shift the trajectory of belief adoption, without a sin-
gle agent [I§]. However, an ABM agent updates a scalar state; it does not speak
in natural language like we humans do, thus miss out on conversational realism.
Network-dynamic modeling (NDM) represents the structural scaffolding on who
can reach whom, and how far apart the agents are. [4] destabilization analysis
models an organization as a dynamic network and identifies which individu-
als to remove to fragment communication fastest, showing that the technique’s
predictive power is on the interaction relationship between agents, i.e. who is
connected to whom, not what is said. However, the DNA modeling technique
typically treats the flow across the network scaffolding as a number rather than
language. Then, generative artificial intelligence allowed the creation of Large-
language Model (LLM) agents, which could generate fluent, persona-conditioned
text. But a dialogue between two or multiple LLM-agents usually have no gov-
erned topology and no interaction protocol.

We argue that the way forward is the convergence of these three model-
ing traditions. We describe the Large-language Agent-based network Dynamic
(LAND) model. The LAND model is a framework in which network-dynamic
modeling supplies the agent-agent interaction topology, agent-based modeling
supplies the micro behavioral dynamics of each agent, and LLMs supply the lan-
guage and content generation. With such a convergence, who can talk to whom,
what governs their behavior, and what they actually say, are all answered within
a single, jointly designed simulation.

2 Three Modeling Traditions

2.1 Agent-Based Models

Agent-based modeling (ABM) specifies the micro-level behavior that an agent
has, and observes how that behavior, repeated across many interacting agents,
creates emergent macro-level patterns that no single agent intended.

The field’s canonical demonstrations established a durable lesson: that com-
plex, unplanned collective outcomes can emerge from individually simple be-
havioral rules. For example, Schelling’s segregation model showed that a mild
individual preference not to be a small minority in one’s immediate neighborhood
produces, in aggregate, residential segregation that no single agent intended [23].
Epstein and Axtell’s Sugarscape extended this logic into a fuller artificial soci-
ety, in which agents following local rules of movement, trade and reproduc-
tion generated population-level dynamics like wealth inequality, migration and
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group formation [9]. Macal and North’s tutorial work formalized the agent-based
modeling method as a population of heterogeneous, bounded-rational agents in-
teracting within an environment and generating system-level patterns through
local interactions [14]. Miller and Page situate the ABM technique within the
broader study of complex adaptive systems, where non-linear interactions among
many components generate emergent behavior that classical equilibrium mod-
els miss [16]. Macy and Willer’s “from factors to actors” argument re-frames
the ABM methodology as a shift in method itself: rather than modeling how
variables relate to one another, ABM models how autonomous decision-making
units as agents generate the aggregate pattern from the bottom up [I5].

This bottom-up strength is also this tradition’s limitation. ABMs require
the modeler to enumerate, in advance, every rule that an agent might need.
This produces the well-known problem of equifinality, in which many different,
but equally plausible parameter combinations would produce the same macro-
level pattern and undermine a single causal story. More fundamentally, an ABM
agent does not speak; it updates a state variable. Much of our social interaction
is conducted through natural language discourse, this modeling tradition with no
linguistic capability cannot represent the discursive content of the interactions
it aims to explain.

2.2 Network Dynamic Modeling

Network dynamic modeling (NDM) specifies whom an agent can reach, and
through with structural position [3]. Treating a network’s topology as an evolv-
ing state variable rather than a static backdrop reveals that network structure is
frequently a dominant determinant of a system’s dynamics. Barabasi and Albert
established that many real-world networks are scale-free, and their degree distri-
butions are generated by the preferential attachment mechanism, which explains
why a small number of highly connected hub nodes can dominate information
diffusion across a network [I]. Granovetter’s threshold models of collective be-
havior show that a cascade like a riot, a fad or a bank run, takes off or fizzles
depends less on the average disposition of the population than on the distribu-
tion of the individual thresholds and the order in which the agents are exposed
to prior adopters [I2]. Carley’s constructural model goes a step further, arguing
that a network’s structure and the cognition and behavior of agents embedded
in it are not separable: knowledge diffuses along social ties, and those same ties
strengthen, weaken or dissolve as a consequence of the interaction that agent-
agent knowledge exchange produces, so that networks and behavior co-evolve
rather than one simply determining the other [5]. Community detection methods
further show that networks divide into densely connected clusters with compar-
atively sparse ties between them, so that information may circulate efficiently
within a community while diffusing slow across community boundaries [10].
The NDM’s structural realism comes at the same cost as ABM’s behavioral
realism: what flows across the network is almost modeled as a scalar, like an
opinion value or a binary adoption state, not a natural language utterance. A
network-dynamic model can predict that a claim will reach a hub node quickly,
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but it cannot say how that hub node will phrase its endorsement, or whether its
stance favors the claim.

2.3 Large-Language Models Agents

Large-Language Models (LLM) agents fill the gap that ABM and NDM leave
open: the capacity to generate and interpret natural language. Past work con-
structed an LLM-driven “social simulacra” that could populate prototype social
platform with plausible synthetic user behavior, including undesirable behavior
such as harassment, well enough to let designers pre-test moderation rules be-
fore implementation on a real community citation. Argyle et al. showed that
under carefully constructed conditioning, LLMs can exhibit algorithmic fidelity,
in which their outputs vary with a persona’s demographic and political attributes
that is tractable to how real human subgroups respond to survey items cita-
tion. This makes LLM agents plausible, though imperfect, proxies for costly
human-subjects research. Later generative-agent architecture extended this fur-
ther by giving agents a memory stream and a periodic reflection step, so that an
agent’s apparent goals emerge from accumulated experience rather than a static
objective stated once at initialization citation.

What LLM agents cannot supply on their own is the governance of their co-
ordinated state. An LLM agent has no fixed decision-theoretic objective; what
looks like goal-directed behavior is pattern-matching conditioned on a persona
descriptioncitation. Without an explicit interaction protocol, LLM-agents that
are left to converse produce dialogue, not a bounded social system. A persona,
a network position and an interaction protocol, together, are what turns a lan-
guage model into a social agent; otherwise, the result is a conversation, not
a simulation. The interaction protocol can be provided by the ABM, and the
network positionality can be provided by the NDM.

3 The LAND Model

The Large-Language Agent-Based Network-Dynamic (LAND) model is an agent-
based model whose agents are built using large language models and interact
within a dynamic network environment. Network dynamic modeling (NDM) sup-
plies the interaction topology, agent-based modeling (ABM) supplies the behav-
ioral dynamics and large-language modeling (LLM) supplies the conversational
realism. No single modeling tradition covers every dimension; the LAND model
is a union of the three feature sets rather than a fourth, competing method.
Table [1| summarizes how the three parent traditions complement one another
along the dimensions that a social simulation must capture.

Within this scaffold, a LAND simulation decomposes naturally into three
interacting submodels: an ABM submodel that specifies behavioral rules gov-
erning interactions, a network-dynamic submodel specifying the evolving struc-
ture of who can interact with whom, and an LLM-agent submodel, governed by
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Feature Agent-Based Network-Dynamic|Large-Language

Heterogeneous X X X

agents

Communication Numerical represen- Interactions Words
tations

Relational structure X

Rich cognition and|X X

reasoning

Context-sensitive be-|half X

havior

Information via net- X

work structure

Emergence X

Table 1: Comparison of the three modeling traditions that the LAND model
architecture unifies

a probabilistic natural language process conditioned on persona, memory and
conversational context rather than the traditional utility function.

Concretely, the ABM layer specifies what an agent does: its behavioral heuris-
tics for whether or not the agent acts, and the action that the agent would take
on. The NDM specifies whom the agent can view and reach, and through which
structural position, formalizing the relational scaffolding that ABMs typically
leave implicit. The LLM layer then adds the conversational realism of generat-
ing natural language messages that neither NDM nor ABM can provide. Where
an ABM’s unit of analysis is the individual agent, and NDM’s unit of analysis
is the relational tie between agents, the LAND model’s unit of analysis is the
message: the utterance that an agent produces, conditioned on its LLM-based
persona, its network position and the accumulated history of what it and its
neighbors have said.

This convergence produces a specific theoretical shift relative to each parent
tradition. Against classical ABMs, the LAND model replaces the exhaustive rule
enumeration with behavioral plausibility. Instead of hand-coding every threshold
or payoff or heuristic that an agent might need, the LLM component improvises a
contextually plausible response to situations that the modeler did not explicitly
anticipate, though at the cost of introducing hallucination as a new failure mode.
Against NDMs, the LAND model turns the network from a passive conduit for
scalar updates into a lived environment, where influence and diffusion happen
through language that agents reason over and remember. Against LLM multi-
agent systems, the LAND model imposes governed interaction, where the ABM
and NDM layers jointly determine who may say something to whom and under
what behavioral constraints so that the resulting dialogue is bounded by an
explicit social structure rather than emerging from an unconstrained agent-to-
agent chat.
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There are a few instances of implementation of LAND models in social sim-
ulation. OASIS scales LLM-driven social simulation to one million agents cita-
tions, and AgentSociety couples generative agents with urban-scale behavioral
data to study daily life and societal dynamics citaitons. These two examples
show that the convergence of the multiple modeling traditions are technically
tractable at scale. Validation of such models, though, have been considerably
smaller in scale. (author?) [6] found that LLM-generated social networks can
be structurally realistic in aggregate, while systematically overestimating po-
litical homophily relative to real populations. However, some work found that
LLM-based agents in a network-dynamic setting does not necessarily mirror the
interaction structure of real social media communications, unless there are spe-
cific network-based constrains. This governed-interaction requirement is an in-
stance of a broader argument that agentic artificial-intelligent systems operating
inside social environments need social theory as a structural prior - formalized
as strategic heterogeneity, networked-constrained dependence, co-evolution and
distributional instability assumptions [21].

3.1 Verification and Validation

Verification and validation of a LAND model differs slightly from its traditions,
mainly because each submodel must be independently verified. The study of ver-
ification and validation of each submodel in the context of the LAND simulation
is a subject warranting further scrutiny and research.

Verification asks whether the model was built right, and in accordance to the
specifications of the intended design and research question. Agent-level verifica-
tion confirms individual behavioral and textual fidelity. For LLM-agents, frame-
works like PersonaGym can be used to evaluate persona agents along dimensions
including consistency, action justification and linguistic habit [22]. Model-level
verification confirms that the network topology, scheduling and interaction rules
match the simulation’s specificaion. Finally, output-level verification confirms
that the resulting aggregate patterns are the ones that the simulation purpose
requires.

Validation asks whether the right model was built. What counts as suffi-
cient validation depends entirely on the simulation’s purpose. A model built
to train human analysts to recognize influence operations needs to reproduce a
platform’s visibility and exposure rules with high fidelity, while a LAND model
built for the theoretical exploration of a single mechanism can abstract exposure
to one uniform probability. This purpose-driven validation should be built into
every LAND simulation from the start, rather than treating validation as an af-
terthought, and is the methodological discipline that would achieve a successful
simulation fit for purpose.

A LAND model can be used as a pre-deployment policy testbed. That is, a
reproducible, controllable environment in which a policy (whether it be a social
policy or an agent-based methodological policy), or a counter-intervention can
be tested against a synthetic population before it is trialed on a real one. This
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is the same logic that motivated agent-based modeling in domains where live
experimentation on human populations is impossible [I11 [§].

An example of a LAND simulation is the AuraSight simulation, which pop-
ulates a single platform-mediated information environment with four persona
types — ordinary fans, journalistic organizations, automated bot accounts and
dredgers (opportunistic amplifiers who recirculate their own content by latch-
ing onto whatever hashtag is trending). This scenario allows the development of
temporal narrative analysis techniques, tracing how competing narrative frames
rise and fall as they propagate across a semantic network of co-occurring hash-
tags. Such an analysis would be useful in studying in-group narrative alignment
in situations such as protests and riots [I9]. The AuraSight scenario also al-
lows teaching and application of influence maneuver taxonomies, such as the
BEND framework [2], which has been used to characterize such maneuvers in
conflict and digital diplomacy situations [I7]. Applied inside a LAND simula-
tion rather than to purely archival data, the same methodology allows us to ask
counterfactual questions that archival analysis cannot: how would the narrative
contest unfolded under a different network topology? How would different mix
of automated accounts affect the influence outcomes?

Another example where a LAND model can be used is to a simulation sce-
nario that evaluates whether deliberately deployed useful bots can mitigate the
formation of echo chambers [I8]. In this scenario, the LAND model is an in-
tervention testbed, letting a designer trial a counter-messaging strategy of bot
placement, persona and posting cadence against a full synthetic network before
deciding whether such a bot should be deployed on a live platform. Such a sim-
ulation would provide the evidentiary basis for deployment and mitigation of
digital harms such as echo chambers and polarization.

4 Open Challenges and a Research Agenda

We elaborate on six open problems that stand between the current formulation
of LAND models and the LAND models that a policymaker can use as a source
of evidence.

1. Standardized benchmarks. Social simulation currently have no agreed refer-
ence scenarios or standard metric suite against which a LAND model’s out-
put can be compared, so most of the current validation still rests on face va-
lidity rather than a shared quantitative standard. Without such benchmarks,
comparing LAND models built by different research groups, and comparing
the output of a LAND model against data collected about a real-world event
remains inherently ad-hoc.

2. Interpretability of failure. The stochastic, black-box nature of LLM inference
makes it difficult to diagnose why a simulation produced an implausible dy-
namic: whether the fault lies at the agent level (i.e., a mis-specified persona),
the model level (i.e., an interaction rule producing unintended dynamics), or
the output level (i.e., a mismatch with the target phenomenon). We need to
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develop diagnostic tooling to localize failure as a precondition for trusting
the LAND models results.

3. Reproducibility conventions. With the mixture of probabilistic formulations
in all three sub-models of the LAND model, a LAND simulation’s results
are inherently distributional rather than deterministic. Thus, we need to
have shared conventions, like how many replications, which seeds, or which
summary statistics, are required for reporting and comparing distributional
results across studies.

4. Persona bias and drift. The LLM-agents constructed in LAND models in-
herit the demographic and linguistic skew of their training data [20]. Thus,
they can drift away from their assigned characteristics over the course of a
long interaction [7]. We need to be mindful of these two problems when con-
structing and evaluating LAND models, otherwise we risk quietly encoding a
non-representative population into a simulation whose results are then read
as though they were representative.

5 Conclusion

Agent-based models gave social simulations the ability to model how complex
social patterns emerge from simple micro-level local rules. Network science estab-
lished that the interactions and relationships between individuals matter more
than any individual rule. Large language models allowed agents in a social sim-
ulation to actually converse in natural language akin to the real world. The
Large-language Agent-based Network Dynamic (LAND) model is our proposal
for combining these three modeling techniques into a single simulation method-
ology. We hope that this framework would give the social simulation community
a shared vocabulary for designing and validating the next generation of policy-
relevant social simulations.
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