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Motivation

Often, collected in-situ data are sparse in space and time.

Here, we propose neural conditional simulation (NCS)—a conditional score-based diffusion

method for high-dimensional conditional simulation—which can fit non-Gaussian spatial

processes to sparse spatial data.

NCS enables accurate and relatively fast simulation from predictive distributions—the

distributions of a spatial process at unobserved spatial locations given observed locations.

In our data application, we fit a spatial extremes model to sparsely observed annual maxima of

sea surface temperatures (SST) via NCS—an intractable task in spatial statistics with standard

methods.

Setting

Consider the following setting:

h ∼ SpatialProcess(θ) → x̄0 := h(S̄) → x̃0 ∼ p0(x̃0 | x̄0, θ) (1)

where S̄ ⊂ S is a finite set of spatial locations at which h(·) is observed; S̃ := S \ S̄ is a finite

set of spatial locations at which h(·) is unobserved; and θ denotes spatial process model

parameters.

We assume θ is known when simulating from the predictive distributions; in practice one needs

to replace θ with an estimate θ̂.

Additionally, we assume that, for any θ, it is easy to unconditionally simulate realizations from

the spatial process according to h ∼ SpatialProcess(θ) → x0 := h(S).
Goal: Simulate x̃0 given x̄0 (under varying missingness patterns S̃ and parameter values θ).

p0(x̃0 | x̄0, θ)
[x̄0, x̃0](x̄0, θ)

Unconditional Score-Based Diffusion

Diffusion is a forward process in which samples from a target distribution x0 ∼ p0(·) are
gradually transformed into samples from a fixed, predetermined, reference distribution

xT ∼ pT (·) via a SDE.
Under specific conditions, a corresponding reverse process exists which evolves samples from

the reference distribution at timestep t = T into samples from the target distribution at time

t = 0 via a reverse SDE.
The forward and reverse SDEs have the form,

dxt = f (xt, t)dt + g(t)dBt, t ∈ [0, T ] (forward)
dxt =

(
f (xt, t) − g(t)2∇xt log(pt(xt))

)
dt + g(t)dRt t ∈ [0, T ], (reverse)

(2)

where Bt, Rt are n2-dimensional Brownian motions, the drift coefficient f (·, t) : Rn×n → Rn×n

and the diffusion coefficient g(·) : R → R are known, and pt(·) is the distribution of the

perturbed samples from the target distribution at timestep t.

If f (xt, t) is affine for all t, then the forward SDE has Gaussian transition kernels.

We use a variance preserving SDE (VPSDE) due to its affine drift coefficient and popularity [2].

Note that if the target distribution p0(·) is non-Gaussian, pt(·) is non-Gaussian for all t < T , and
hence the score function ∇xt log(pt(xt)) is generally intractable or computationally intensive to
evaluate. Yet, the distribution pt|0(· | x0) is Gaussian because the transition kernels are

Gaussian.

To sample from the target distribution p0(·) using the reverse SDE, we need to train a neural

network sφ(xt, t) to approximate the intractable ∇xt log(pt(xt)).
The loss function used to train the neural network sφ only involves computing the tractable

∇xt log(pt|0(· | x0)). See [2] for details.

Conditional Score-Based Diffusion

We achieve conditional simulation by modifying the forward and reverse SDEs in (2) so that

only the unobserved component of xt = [x̄0, x̃t] is diffused:

dx̃t =
(
f (x̃t, t) + g(t)B̃t

)
dx̃t =

((
f (x̃t, t) − g(t)2∇x̃t log(pt(x̃t | x̄0))

)
dt + g(t)R̃t

)
(3)

in which B̃t and R̃t are Brownian motions defined on S̃ . This method of incorporating

conditioning information into the diffusion model comes from [1].

Additionally, the loss function for training a conditional U-Net s
(
(x̄0, x̃t), S̄, t

)
to approximate

∇x̃t log
(
pt(x̃t | x̄0)

)
must include the conditional information: the partially observed spatial field

x̄0 and the changing conditioning sets S̃ (the set of observed locations). See [1] for details.

Case Studies

The Brown–Resnick process is a spatial process for which NCS is ideal; simulation from the

unconditional distribution is fast yet conditional simulation from the true predictive

distributions is intractable.

Figure 1: True partially observed (top), true fully observed (middle) and NCS (bottom) realizations

of a Brown–Resnick process with fixed parameters and approximately 1, 5, 10, 25, and 50 percent
observed locations (left to right).

Data Application

We apply NCS to sea surface temperature annual maxima (SST) in the Red Sea.

Since SST is generally fully observed, we apply NCS to approximately 5 percent of the observed
data and validate the results with the left-out observed data.

Specifically, we produce NCS simulations from a Brown–Resnick process given partially

observed SST annual maxima.

Figure 3. Partially observed (top) and fully observed (middle) annual

maxima residuals and NCS simulations (bottom) of a Brown–Rensick

process for 1985 and locations in the left subfigure.

Figure 4. Partially observed annual maxima residuals (top) with

empirical conditional mean fields of a Brown–Resnick process

computed via standard methods (middle) and NCS (bottom) for 1985
and locations in the left subfigure. The blackened locations are

locations for which we could not compute the conditional mean using

standard methods.
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