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Innovations 
in AI

• Trained on Internet-scale data
• Driven by problems in vision and language

Growing Priority in AI for Science

Representation 
Learning

Generative AI

Foundation 
Models

Agentic AI

Opportunities in 
Science & Engineering

Modeling Climate 

& Weather
Drug 

Discovery

Securing Energy Autonomous Laboratories, …

Hao et al., Nature 2026

• “Data-only” (rely mostly on patterns in data)

Growing number of 

papers in AI for Science

Modeling Astrophysics 

& Cosmology



Innovations 
in AI

• Trained on Internet-scale data
• Driven by problems in vision and language

Growing Priority in AI for Science

Representation 
Learning

Generative AI

Foundation 
Models

Agentic AI

Opportunities in 
Science & Engineering

Modeling Climate 

& Weather
Drug DiscoveryDesigning 

Materials

Securing Energy Autonomous Laboratories, …

$320M awarded (Dec 2025) $293M announced (March 2026)
Hao et al., Nature 2026

• “Data-only” (rely mostly on patterns in data)

Can the current paradigm of scaling “data-only” 

AI models lead us to a scientific revolution?



Long-tailed 
distributions

Gaps in “Data-only” AI for Science

“Accelerating scientific discovery with the common task framework,” Kutz et al., 2025

Welling, “Do we still need models or just more data and compute?” 2019

• Poor out-of-distribution (OOD) generalizability w/limited data

– Data-driven models are designed to interpolate between samples

– Struggle with extrapolating to new scenarios (central focus in science) 

Extrapolation in 
physical parameters

Applying theories 
in new contexts

Rare Species Precipitation Extremes

Varying Reynolds number, Young’s modulus, …



Gaps in “Data-only” AI for Science

• Poor out-of-distribution (OOD) generalizability

– Data-driven models are designed to interpolate between samples

– Struggle with extrapolating to new scenarios (central focus in science)

• Tendency to hallucinate (of the undesirable kind)

– Generated samples may not be novel, useful, or consistent with scientific theories

Cheetham et al. 2024 

GNoME 2023

Galactica: A Large Language Model for Science

Why Meta’s latest large language 
model survived only three days online

MIT Technology Review 2022
Millions of new 

materials discovered 
with deep learning



Gaps in “Data-only” AI for Science

• Poor out-of-distribution (OOD) generalizability
– Data-driven models are designed to interpolate between samples

– Struggle with extrapolating to new scenarios (central focus in science)

• Tendency to hallucinate (of the undesirable kind)
– Generated samples may not be novel, useful, or consistent with scientific theories

• Lack of mechanistic interpretability
– Critical for reliability and discovery of new knowledge

• Limited control with scientific queries/needs
– Hypothesis testing, scenario analysis

• High Compute and Data Needs, …

Where is the dorsal 
fin of this fish and 
how does it change 
with environment?



Gaps in “Data-only” AI for Science

• Poor out-of-distribution (OOD) generalizability
– Data-driven models are designed to interpolate between samples

– Struggle with extrapolating to new scenarios (central focus in science)

• Tendency to hallucinate (of the undesirable kind)
– Generated samples may not be novel, useful, or consistent with scientific theories

• Lack of mechanistic interpretability
– Critical for reliability and discovery of new knowledge

• Limited control with scientific queries/needs
– Hypothesis testing, scenario analysis

• High Compute and Data Needs, …

Can we overcome these challenges in “data-only” AI 
by taking guidance from scientific theories and principles?



Opportunities in Science to Transform AI

• Rich body of explainable concepts and theories for grounding AI mechanisms

– Governing equations, mechanistic models, symmetries, taxonomies, ontologies, …

• New opportunities to evaluate AI performance

– OOD generalizability, robustness, hallucinations, …

• Broader class of problem formulations

– Forward and inverse modeling, multi-scale modeling, hypothesis generation, …

Series of NSF-sponsored workshops on 
“AI-enabled Scientific Revolution” (2023 to 2025)

”Advancing the 
Science of AI”

“AI systems need to understand the 
physical world, not just language”



Innovations 
in AI

Scientific Knowledge-guided Machine Learning

Opportunities in 
Science & Engineering

Advancing “Science of AI”

Advancing “AI for Science”

Karpatne et al. “Theory-guided data science: A new 
paradigm for scientific discovery,” TKDE 2017

Work in this area also referred to as:
• Knowledge/Theory/Science/Physics-
• Guided/Informed/Aware/Infused…
• ML/AI/NN/Data Science…

KGML has the potential to
– Improve OOD generalizability
– Offer Parameter and Label Efficiency
– Produce Interpretable and Scientifically 

Meaningful AI solutions, leading to 
generation of novel Scientific Hypotheses



KGML is a Rapidly Growing Community

• Large Scale Centers/Institutes
– NSF AI-LEAF Institute (UMN)

– NSF HDR Imageomics Institute (Ohio State)

– NSF Eco-KGML Group (UW-Madison)

– USDA-SAS Project (Ohio State)

• Workshops, symposiums, tutorials
– KGML Bridge at AAAI (2024-26); KGML AAAI Fall 

Symposium (2020-22); KGML Workshops at UMN 
(2020,21,24), ICML 2023, ECML-PKDD 2023; KGML 
Tutorial at KDD (2021), ORNL (2024)

• First comprehensive book on KGML
– https://sites.google.com/vt.edu/kgml-book/

U-M Knowledge-Guided Machine Learning (KGML) Workshop: 
Leading the New Paradigm of AI for Science

PyKGML: Python library for knowledge-

guided machine learning

TGDS (2017) +
PINN (2017) + 
PIML (2021)”physics-informed AI for flow modeling", 

“physics-constrained AI-enabled models”, 
"physics-aware AI frameworks”,
“physics-informed AI methods”,

“hybrid AI-physical models”, 
“incorporating mechanistic knowledge”, 

RFA Quotes

"AI/ML approaches must be explicitly informed by physics and 

chemistry. Purely black-box or simulation-only approaches risk 
overlooking what truly governs material behavior."

March 17, 2026

DOE EFRC NOFO, Feb 2026 

https://sites.google.com/vt.edu/kgml-book/
https://sites.google.com/vt.edu/kgml-book/
https://sites.google.com/vt.edu/kgml-book/
https://sites.google.com/vt.edu/kgml-book/
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Type of Scientific 
Knowledge

Form of Knowledge-ML 
Integration 

Perfect and 
Complete

Imperfect 
and Partial

Process-centric ML-centric

Format Used for 
Representing Knowledge PDEs Scientific Laws Knowledge 

Graphs
Symmetries Mechanistic 

Models

Hybrid Modeling

Method for 
Incorporating Scientific 

Knowledge in ML Loss Functions Architecture

Scientific Use-cases of 
KGML Forward 

Modeling
Reduced Order 

Modeling
Inverse 

Modeling
Equation 
Discovery

Generative 
Modeling

Downscaling

Post-trainingRepresentation 
Learning

Karpatne, Jia, and Kumar. "Knowledge-guided Machine Learning: 

Current Trends and Future Prospects." arXiv:2403.15989 (2024).

KGML Tutorial

Organizing KGML Research: A Multi-Dimensional View
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Organizing KGML Research: A Multi-Dimensional View
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PGNN: Karpatne et al. 2017

PGRNN: Jia et al. 2019
PGA-LSTM: Daw et al. 2020

Karpatne, Jia, and Kumar. "Knowledge-guided Machine Learning: Current Trends and Future Prospects." arXiv:2403.15989 (2024).

Format Used for 
Representing Knowledge PDEs Scientific Laws Knowledge 

Graphs
Symmetries Mechanistic 

Models

NequIP: Batzner et al. 2022

Cormorant: Anderson et al. 2019
Equivariant-Net: Wang et al. 2021

Zareian et 

al. 2020

MCL: Ladwig et al. 2024

dPL: Shen et al. 2023

Navier Stokes Equation, 
Wave Equation, 

Schrodinger Equation, …

PINNs: Raissi et al. 2019

DeepONets: Lu et al. 2021
Fourier Neural Operators 

(FNOs): Li et al. 2021



Organizing KGML Research: A Multi-Dimensional View
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Type of Scientific 
Knowledge

Perfect and 
Complete

Imperfect 
and Partial

Format Used for 
Representing Knowledge PDEs Equations/Rules Knowledge 

Graphs
Symmetries Mechanistic 

Models

Karpatne, Jia, and Kumar. "Knowledge-guided Machine Learning: Current Trends and Future Prospects." arXiv:2403.15989 (2024).

Example: Solving known PDEs

Primary Objective: Improve Computational Efficiency

PINNs: Raissi et al. 2019, DeepONets: Lu et al. 2021, FNOs: Li et al. 2021

Example: Modeling complex dynamical 
systems with missing/imperfect physics

Modeling Turbulence, 

Multi-phase Flow,

Cloud Physics, Aerosols, …

PGNN: Karpatne et al. 2017, PGRNN: Jia et al. 2019, PGA-LSTM: Daw et al. 2020

Additional Objective: Improve Modeling Accuracy

Navier Stokes’ Equation
Pressure / Velocity Fields

Solve



How is KGML Impacting Sciences? 

2024

2025

2023

Aquatic Sciences 

/ Hydrology
Climate / 

Weather

Physics-guided 

NN (PGNN)

Physics-guided 

RNN (PGRNN)

Physics-guided 

Architecture 

(PGA)-LSTM

Eco-KGML

Equivariant 

NNs

Phylogeny-guided 

NN (Phylo-NN)

Biodiversity 

Science
Agriculture

AlphaFold

FourcastNet

Solving 

PDEs

PINNsFormer

Diff Parameter 

Learning

2026

Modular 

Compositional 

Learning (MCL)

Biology

KGML-ag

-carbonPhylo-Diffusion

Hcomp-Net

NeuralGCM

Subgrid 

Parameterization

Physics-informed 

NN (PINN)

Fourier Neural 

Operator (FNO)

Epidemiologically-

informed NN (EINN)

2020

2021

2019

2022

2017

2018

Chemistry …

KGML-ag

DeepoNet

Imageomics

BioCLIP

NequIP

DiffusionPDE

FunDPS

R3 Sampling

PRISMA TaxaDiffusion

TaxaAdapter

AI-Leaf 

Institute

USDA-SAS



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions
Incorporating Architectural Biases

Post-

training

Pretraining 

with 

Simulations

2026

Differentiable 

Modeling

2020

2021

2019

2022

2017

2018

Operator 

Learning

PGNN

PGRNN

PGA-LSTM

Equivariant 

NNs

Phylo-NN

AlphaFold

FourcastNet

PINNsFormer

Diff Parameter 

Learning

MCL

KGML-ag-carbon

Phylo-Diffusion

Hcomp-Net

NeuralGCM

FNO

EINN

KGML-ag

DeepoNet

BioCLIP

NequIP

PINN

Aquatic 

Sciences

Solving PDEs

Physical 

Dependencies
Symmetries Similarities

DiffusionPDE

FunDPS

R3 Sampling

PRISMA

TaxaDiffusion

TaxaAdapter

…

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Aquatic Sciences

Chemistry

Solving PDEs

Chemistry

Solving PDEs

Solving PDEs

Agriculture

Climate

Aquatic 

Sciences

Structural Biology

Organismal Biology

Organismal 

Biology

Solving PDEs

Solving PDEs

Weather

Aquatic Sciences

Epidemiology

Organismal 

Biology



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions

2026

2020

2021

2019

2022

2017

2018

PGNN

PINNsFormer

PINN

Solving PDEs

R3 Sampling

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Knowledge-
guided Loss

Solving PDEs

Linear Dependencies, 
Inequalities, …

Incorporating Imperfect / Partial Knowledge

Energy 
conservation

Monotonic relationships

PINN

PGNN PGRNN



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions

Pretraining 

with 

Simulations

2026

2020

2021

2019

2022

2017

2018

PGNN

PGRNN

PINNsFormer

KGML-ag

PINN

Aquatic 

Sciences

Solving PDEs

R3 Sampling

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Process-based Model 
Simulations

Pretraining

Observational Data Fine-tuning

(inexpensive but approximate)

(limited in sample size)
PGRNN



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions

Post-

training

Pretraining 

with 

Simulations

2026

2020

2021

2019

2022

2017

2018

PGNN

PGRNN

PINNsFormer

KGML-ag

PINN

Aquatic 

Sciences

Solving PDEs

DiffusionPDE

FunDPS

R3 Sampling

PRISMA

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Solving PDEs

Solving PDEs

Solving PDEs

Knowledge

Retrieval Augmented Generation 
(RAG)

DiffusionPDEPosterior Sampling



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions
Incorporating Architectural Biases

Post-

training

Pretraining 

with 

Simulations

2026

2020

2021

2019

2022

2017

2018

PGNN

PGRNN

PGA-LSTM

PINNsFormer

MCL

KGML-ag-carbon

NeuralGCM

KGML-ag

PINN

Aquatic 

Sciences

Solving PDEs

Physical 

Dependencies

DiffusionPDE

FunDPS

R3 Sampling

PRISMA

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Aquatic Sciences

Solving PDEs

Solving PDEs

Solving PDEs

Agriculture

Climate

Aquatic 

Sciences

PGA-LSTM

Khandelwal et al. 2020

Modular Compositional 

Learning



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions
Incorporating Architectural Biases

Post-

training

Pretraining 

with 

Simulations

2026

2020

2021

2019

2022

2017

2018

PGNN

PGRNN

PGA-LSTM

Equivariant 

NNs

PINNsFormer

MCL

KGML-ag-carbon

NeuralGCM

KGML-ag NequIP

PINN

Aquatic 

Sciences

Solving PDEs

Physical 

Dependencies
Symmetries

DiffusionPDE

FunDPS

R3 Sampling

PRISMA

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Aquatic Sciences

Chemistry

Solving PDEs

Chemistry

Solving PDEs

Solving PDEs

Agriculture

Climate

Aquatic 

Sciences

Spatial Translation 
Invariance / Equivariance

CNN

Temporal 
Invariance / Equivariance

RNN

LSTM

Rotational 
Equivariance

Equivariant NNs



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions
Incorporating Architectural Biases

Post-

training

Pretraining 

with 

Simulations

2026

2020

2021

2019

2022

2017

2018

PGNN

PGRNN

PGA-LSTM

Equivariant 

NNs

Phylo-NN

AlphaFold

PINNsFormer

MCL

KGML-ag-carbon

Phylo-Diffusion

Hcomp-Net

NeuralGCM

KGML-ag

BioCLIP

NequIP

PINN

Aquatic 

Sciences

Solving PDEs

Physical 

Dependencies
Symmetries Similarities

DiffusionPDE

FunDPS

R3 Sampling

PRISMA

TaxaDiffusion

TaxaAdapter

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Aquatic Sciences

Chemistry

Solving PDEs

Chemistry

Solving PDEs

Solving PDEs

Agriculture

Climate

Aquatic 

Sciences

Structural Biology

Organismal Biology

Organismal 

Biology

Organismal 

Biology

AlphaFold

MSA-based Attention

Phylogeny-guided 
Representation 

Learning

Phylo-NN, BioCLIP



How is KGML Advancing the Science of AI?

2024

2025

2023

Learning 

with Loss 

Functions
Incorporating Architectural Biases

Post-
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with 

Simulations

2026

Differentiable 

Modeling

2020

2021

2019

2022

2017

2018

Operator 

Learning

PGNN

PGRNN

PGA-LSTM

Equivariant 

NNs

Phylo-NN

AlphaFold

FourcastNet

PINNsFormer
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Learning
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Phylo-Diffusion
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EINN

KGML-ag
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NequIP
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Solving PDEs
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Dependencies
Symmetries Similarities

DiffusionPDE

FunDPS

R3 Sampling
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TaxaDiffusion
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…

Solving PDEs

Solving PDEs

Aquatic 

Sciences

Agriculture

Aquatic Sciences

Chemistry

Solving PDEs

Chemistry

Solving PDEs

Solving PDEs

Agriculture

Climate

Aquatic 

Sciences

Structural Biology

Organismal Biology

Organismal 

Biology

Solving PDEs

Solving PDEs

Weather

Aquatic Sciences

Epidemiology

Organismal 

Biology



Overview of Research Projects in KGML
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Biodiversity Science: Discovering 
Biological Traits from Images

Predicting Mechanics of Cells

Predicting Mutations 
in Zoonotic Viruses

Modeling Multi-phase Flow

Solving PDEs, Inverse Problems in 
Geophysics, Quantum Mechanics, 

Multi-phase Flow, Optics

Aquatic Sciences: Modeling Quality of Water in Lakes

Climate Change

Land Use

Lakes and 
Reservoirs

Survival of Fish Species

Harmful Algal Blooms

Safe Drinking WaterWater Demands$15M NSF HDR 

Institute Grant

$1.1M NSF MSB Grant

$18M NSF PIPP 

Institute Grant

$1M NSF Medium Grant

$596K NSF CAREER Grant

ReaLSAT: Monitoring 

Changes in Surface Water 
Bodies using Satellite Data

Farmer Discovery and 
Soil Organic Carbon 

Modeling

$10M 

USDA NIFA 
SAS Grant



Overview of Research Projects in KGML

Biodiversity Science: Discovering 
Biological Traits from Images

Modeling Multi-phase Flow

$15M NSF HDR 

Institute Grant

Newly established field of “Imageomics” -omics
from images

Kaufman Field Guide to Birds of North America (Houghton Mifflin Harcourt, Boston, 2000)

Trait-based Bio 
Knowledge

Machine 
Learning

Making biological traits computable

Discovery of Biological Traits

Knowledge-guided 
Representation Learning, 

Architectural Biases,
Generative AI,

Interpretable AI,
Post-training

Phylo-NN, KDD 2023 
Phylo-Diffusion, ECCV 2024
HCompNet, ICLR 2025
TaxaDiffusion, ICCV 2025
TaxaAdapter, 2026



Overview of Research Projects in KGML

Predicting Mutations 
in Zoonotic Viruses

$18M NSF PIPP 

Institute Grant

https://compass-pipp.org/ 

COMmunity Empowering Pandemic Prediction and 

Prevention from Atoms to SocietieS (COMPASS) Center

Accurately foresee pandemics and 
proactively minimize their impact 

HAVEN (Hierarchical Attention for Viral protEin-based host iNference) 

Antony et al., 2026First foundation model for predicting 
virus-host interactions

VILLA (Versatile Information Retrieval From 
Scientific Literature Using Large Language Models

Antony et al., 
KDD 2026

https://compass-pipp.org/
https://compass-pipp.org/
https://compass-pipp.org/


Overview of Research Projects in KGML

Modeling Multi-phase Flow

Aquatic Sciences: Modeling Quality of Water in Lakes

Climate Change

Land Use

Lakes and 
Reservoirs

Survival of Fish Species

Harmful Algal Blooms

Safe Drinking WaterWater Demands

$1.1M NSF MSB Grant

ReaLSAT: Monitoring 

Changes in Surface Water 
Bodies using Satellite Data

Recognized at the White House on the 

launch of NAIRR program in 2024

Knowledge-guided 
Loss Functions,

Pretraining,
Architectural Biases

PGNN, 2017
PGRNN, SDM 2019
PGA-LSTM, SDM 2020
RealSAT, Scientific Data 2022
MCL, JAMES 2024
MissTSM, TMLR 2026 
LakeFM, 2026



Overview of Research Projects in KGML

Modeling Multi-phase Flow

Farmer Discovery and 
Soil Organic Carbon 

Modeling

$10M 

USDA NIFA 
SAS Grant

Enabling Farmer Discovery and Managing 
Critical Tradeoffs with the Emergence of 

National Scale Carbon Markets



Overview of Research Projects in KGML

29

Predicting Mechanics of Cells

Modeling Multi-phase Flow

$1M NSF Medium Grant

Spinneret-based Tunable 

Engineered Parameters Lab

MicroN BASE 

Laboratory

Deep learning reveals how cells pull, buckle, 
and navigate fibrous environments

Padhi et al., PNAS 2025

Motion Enhanced Multi-Level Tracker (MEMTrack): 
A Deep Learning-Based Approach to Microrobot 

Tracking in Dense and Low-Contrast Environments

Sawhney et al., Advanced Intelligent Systems 2024

Knowledge-guided 
Architectural Biases

Hybrid-physics-AI Models



Overview of Research Projects in KGML

Solving PDEs, Inverse Problems in 
Geophysics, Quantum Mechanics, 

Multi-phase Flow, Optics

$596K NSF CAREER Grant

Velocity Maps Seismic Waveform

Multi-phase Flow Seismic Imaging Condensed Matter PhysicsPhotonic Funnels Solving PDEs

Knowledge-guided 
Loss Functions,

Architectural Biases,
Generative AI,

Operator Learning,
Post-training

PhyFlow, ICDM 2021
PhyNet, SDM 2020
GFI, ICLR 2025
Hier-PGNN, ACS Photonics, 2025
QRes, SDM 2021
PID-GAN, KDD 2021
R3 Sampling, ICML 2023
Neuro-Visualizer, ICML 2024
PRISMA, 2026
Cophy-PGNN, ACM TIST 2022



Overview of Research Projects in KGML

31

Biodiversity Science: Discovering 
Biological Traits from Images

Predicting Mechanics of Cells

Predicting Mutations 
in Zoonotic Viruses

Solving PDEs, Inverse Problems in 
Geophysics, Quantum Mechanics, 

Multi-phase Flow, Optics

Aquatic Sciences: Modeling Quality of Water in Lakes

Climate Change

Land Use

Lakes and 
Reservoirs

Survival of Fish Species

Harmful Algal Blooms

Safe Drinking WaterWater Demands$15M NSF HDR 

Institute Grant

$1.1M NSF MSB Grant

$18M NSF PIPP 

Institute Grant

$1M NSF Medium Grant

$596K NSF CAREER Grant

ReaLSAT: Monitoring 

Changes in Surface Water 
Bodies using Satellite Data

Farmer Discovery and 
Soil Organic Carbon 

Modeling

$10M 

USDA NIFA 
SAS Grant



Illustrative Case Studies for This Talk

Aquatic Sciences: Modeling 
Quality of Water in Lakes

Knowledge: 
Phylogenetic Trees

Solving PDEs 
(Partial Differential Equations)

Biodiversity Science: Discovering 
Biological Traits from Images

Knowledge: 
Process-based Models

Knowledge: 
Equations



Case Study: Discovering Evolutionary Traits from Images

33

Western Grebe Horned Grebe Mangrove Cuckoo

… … …

Phylogenetic Tree

Time
(million years)

Phylogenetic tree captures knowledge of species evolution

• Can we discover image features 
(traits) linked to evolution for 
answering questions such as:

– What makes a species 
different from its siblings?

– When did a species evolve a 
specific trait?



Phylogeny-guided Neural Networks (Phylo-NNs) 
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… … …

Phylogenetic Tree

Time
(million years)

Elhamod et al., KDD 2023

• Learn image features (or imageomes, akin to 
genomes) structured by phylogenetic knowledge

• Disentangles information of images into feature 
segments (traits) acquired at every ancestry level

Backbone
Encoder

(E)

Phylo-
Encoder

(PE)

Phylo-
Decoder

(PD)

Transformer (T)

�
�

�

�

�Class

Imageome (� )

Backbone
Decoder

(D)

Input image Reconstructed 

image

𝐿1 𝐿2 𝐿3 Non-phylogenetic 

information

Western Grebe Horned Grebe Mangrove Cuckoo

Knowledge-guided Representation Learning

Knowledge-guided Architectural Biases



Phylogeny-guided Diffusion Models

Key Idea: Query LDMs using tree-
structured knowledge of phylogeny

35

Latent 

Diffusion

Model

(LDM)

Noise

Generated Image

Conditioning

(e.g., text, images, …)

… … …

Species 1 Species 2 Species N

Manipulating embeddings can reveal trait changes in images, 
producing novel insights of biological timing of trait acquisition

Khurana et al., ECCV 2024

https://imageomics.github.io/phylo-diffusion/ 

DiffusionSpecies A

Perturbation at Level 3

E1 E2 E3 E4

Diffusion

Generated Image with Change 
in Evolutionary Traits of Level 3

Inference Stage

Generated Image of Species A
Training Stage

Hierarchical Embedding 
(HIER-Embed)

E1 E2 X E4

Noise

Knowledge-guided Generative AI

https://imageomics.github.io/phylo-diffusion/
https://imageomics.github.io/phylo-diffusion/
https://imageomics.github.io/phylo-diffusion/


Sample image of species 

from subtree at B

Generated images 

without perturbation 

(Source)

Generated images 

after perturbation 

(swapping A to B)

Manipulating Embedding Space of Phylo-Diffusion

36

… … …

Species 1 Species 2 Species N

1. Trait Masking
• Replace components with noise
• Analogous to “Gene Knockout”

2. Trait Swapping
• Replace components with siblings
• Analogous to “CRISPR experiments”

Noise

xPerturbation

Perturbed embedding

Phylo-Diffusion generates novel scientific hypotheses 
of trait evolution directly from images



TaxaAdapter: Coupling Vision Taxonomy Models with 
Diffusion Models for Fine-Grained Species Generation
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Khurana et al. 2026 

Knowledge-guided Post-training
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Discovering Evolutionary Traits as Prototypes:
HComP-Net: Hierarchy-aligned Commonality through ProtoP-Nets

What do you see in common between descendant species derived from same ancestor node, that is not present in other species 

that diverged and evolved differently? (Hypothesized trait: long tail) 

Black Billed Cuckoo Yellow Billed Cuckoo Mangrove Cuckoo Groove Billed Ani Northern Fulmar Sooty Albatross Laysan Albatross Black Footed Albatross

Phylogenetic Tree

• HComP-Net avoids learning over-specific prototypes at internal nodes

• HComP-Net can abstain from finding prototypes at higher levels if there is nothing in common

What is common among all descendant species of a subtree (green node) that is absent from other species? 

Manogaran et al., ICLR 2025

https://imageomics.github.io/
HComPNet/ 

Knowledge-guided Interpretable AI

https://imageomics.github.io/HComPNet/
https://imageomics.github.io/HComPNet/


Growth and survival of fisheries

Harmful Algal Blooms

Temp
Short-wave Radiation,
Long-wave Radiation,

Air Temperature, …

Input Drivers (observed):General Lake Model1 (GLM)

1Hipsey et al., 2014
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Case Study 2: Modeling Quality of Water in Lakes

Limitations of Process-
based Models (e.g., GLM):

• Parameter needs to be 
calibrated for every 
system (lake)

– Default settings of 
parameters often 
inaccurate

• Modeling biases

– Approximations for 
comp. gains 

– Missing or partial 
knowledge of some 
processes

How can we utilize:

•  imperfect knowledge of process-
based model runs?

•  

• partial knowledge of relationships 
among  physical variables?



Density

D
e

p
th

Physics-guided Neural Networks (PGNN):
Incorporating imperfect/partial knowledge

Advantages:
• Does not require labels (𝑌𝑡𝑟𝑢𝑒) !
• Can be evaluated on unlabeled data

𝑑𝑖

𝑑𝑖+1

ො𝜌𝑖+1ො𝜌𝑖

෍

𝑖

ReLU(Δ𝑖)

For any consecutive depth pair, 𝑑𝑖 < 𝑑𝑖+1

Δ𝑖 = ො𝜌𝑖 − ො𝜌𝑖+1 ≤ 0

Physical Violation = ReLU(Δ𝑖)

Physics-guided Loss 𝑌𝑝𝑟𝑒𝑑 =
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Innovation 1: Use Knowledge-guided Loss Functions

• Physical Constraint: density should increase with depth

Karpatne et al. 2017

Innovation 2: Hybrid-physics-AI Modeling

• Use process outputs as additional inputs in ML

Prediction Loss � , � 	+ 		� 	R � + 			� 	Physics-guided Loss	 �

� �

Prediction Loss � , � 	+ 		� 	R � + 			� 	Physics-guided Loss	 �

� �

Inputs

PHY

𝒀𝐏𝐇𝐘
(Simulations)

𝒀𝑝𝑟𝑒𝑑
(Predictions)

ML



Modular Compositional Learning (MCL):
A New Paradigm for Creating Hybrid-Process-ML Models

• Modular approach to process-based modeling

–  Every module can be represented at varying levels of 
fidelity to meet speed-accuracy trade-offs
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Box and Arrow Diagrams in Aquatic Sciences

Key Idea of Modular Compositional Learning (MCL):
•  Use ML to replace/augment a few modules that are known 

to be deficient, while retaining other modules

• New way of thinking about modular AI agents for science

Knowledge-guided Interpretable AI

Modular AI Agents for Science Process-based

ML

Ladwig et al. JAMES 2024



LakeFM: Toward a Foundation Model 
for Aquatic Sciences
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Recognized at the White House Event 

Announcing the Launch of NAIRR Program

Knowledge-guided Representation Learning

Trained on observed + simulated lakes

Neog et al. KDD 2026



Case Study 3: Solving PDEs

𝜕𝑢(𝑥, 𝑡)

𝜕𝑡
+ N 𝜆, 𝑢 𝑥, 𝑡 = 0

Non-linear differential operator with params 𝜆

Burgers’ Equation:

Navier Stokes’ Equation:

Framework of Physics-informed Neural Networks (PINNs) Training Loss:

Initial 

Condition

Loss

Boundary 

Condition

Loss

PDE Residual

Loss

• Mesh-free, unsupervised!
• Evaluated on a random 

sample of collocation points

Initial/Boundary 

Conditions:

Raissi et al. 2019

PDE Residuals:



Diffusion Models for Solving PDEs

• Prior works: Posterior sampling methods (DiffusionPDE, FunDPS)
– Perform gradient gradient of physics residuals during inference

– Challenge: slow inference speed due to expensive gradient calculations

• PRISMA
– Gradient descent-free inference using physics-informed architecture (spectral attention)

– 15x to 250x faster inference (time) compared to posterior sampling methods

https://arxiv.org/
abs/2512.01370 

Sawhney et al. 2026

https://arxiv.org/abs/2512.01370
https://arxiv.org/abs/2512.01370


Concluding Remarks
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Knowledge-guided 
Machine Learning 

(KGML)

Advancing
AI for Science

transcending disciplinary boundaries

• Reasoning
• Planning

• Policy Design
• Agent Systems

Decision Making

• Equations

• Workflows

• Features

• Parameters

• Relationships

• Anomalies

Discovery

• Geometries, Devices,  Materials, …

Design

• Forecasting
• Multi-modal 

modeling

• Systems-of-
systems 
Modeling

Modeling

Building
Science of AI 

inspired by scientific principles

Foundation 
Models

Agentic AI

Interpretable AI

Representation 
Learning

Self-supervised 
Learning

Learning with Loss 
Functions

Incorporating 
Architectural Biases

Post-training with 
External Knowledge

Pretraining with 
Simulations

Differentiable Modeling

… … …
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https://kgml-lab.github.io/
https://anujkarpatne.github.io/ 

akarpatne@ufl.edu

Thank you!



Thank you!

• Students:
– PhD Students:
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M Maruf

(Amazon AGI)

Kazi MehrabMedha Sawhney Sepideh Fatemi Snehal MoreMridul Khurana Abhilash Neog Amartya Dutta

Mohannad Elhamod 

(Boston University)

Nikhil Muralidhar 

(Stevens Institute)
Arka Daw 

(Amazon AGI)

Jie Bu

(Apple)

– Alumni (PhD):
Blessy Antony

– MS Student:

Sneha Aggarwal

– Alumni (MS): 
• Aanish Pradhan, Harish Manogaran, Naveen Gupta, Sandhya Bhaskar, Ioannis Papakis, Prathamesh Mandke, Arya Shahadi, 

Reza Sepasdar, Zheng Li

– Postdoc:

Blessy Antony

(Virginia Tech)

https://kgml-lab.github.io/
https://anujkarpatne.github.io/ 

akarpatne@ufl.edu

Nikhil Dhiman Suhrid Das



Thank you!
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