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Successful Scaling of General AI

Strong AI models AI assisting tools

Deploy

Accelerate

Generate

Train



Challenges of Scaling AI 4 Sci/Eng

Expensive experiments/simulations for downstream Expensive expert labor

If above solved: 
• Scaled, automatic explorations

• Accelerated discovery & deployment

Princeton Plasma Lab

6-D gyrokinetic simulation in Tokamak

Credit: Nova HPC

Job sent

Long hrs

Years of training

Job sent

• 2 million samples
• 2 GPU hrs/sample

https://w3.pppl.gov/~hammett/refs/2014/gk_intro/Hammett_2014_Gyrokinetic_Intro_ITER_Summer_School.pdf
https://www.novami.com/nova-technology/high-performance-computing-hpc/


My Lab’s Directions

Realistic Digital Twins Realistic AI Engineers

How to make experiments affordable?

General geometry

• BSMS-GNN [2]

Multi-physics/condition

• VICON [3]

Respect data cost

• AI for Fusion [1]

Transferable sols

• Adapting-While-Learning [6]

Benchmarks that matter

• SimulCost [5]

How to reduce human labor?

Automated workflows

• FoamAgent [4]

Deploy

Accelerate

Generate

Train

Today



Different Fluid Like Systems in Astrophysics

HD [NASA Cygnus Loop]

MHD [MPA / MHD turbulence] W/ General Relativity [Bernuzzi/Dietrich et al.]

https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2412.00568


Digital Twin for Multi-Physics

PDEArena

Wells Multi-Physics Benchmark

1 model for 1 physics + 1 working condition

Train for this

Train for each system:

No Data Efficiency No Flexibility for online deployment

Train another

Finetuning needed for each new deployment
Where is the data?

MPP [McCabe et al, 2024]

Train with 1 seq2seq model:

https://pdearena.github.io/pdearena/
https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2310.02994
https://arxiv.org/abs/2310.02994


Problem Setup: One Model, Many Systems

Given: one sequence, unknown system

• Frames u(t1), …, u(tn): uneven, some missing

• Physics & working condition: unknown

• Stride dt → pairs (u(ti), u(ti+dt))

Wanted: one model, no retraining

û(tq+dt)  =  G( {(u(ti), u(ti+dt))}i=1..N, u(tq) )

• One set of weights, all systems

• Adapt in the forward pass — no gradient step

• dt picked at inference, not at training

The prompt: N example pairs + 1 query frame

u(t1) u(t1+dt)

Example 1

u(t2) u(t2+dt)

Example 2

··· u(tq) ?

Query → predict

Closes both gaps: 1 training run for all systems + online adaptation, no finetuning



Simple Alternative to Seq2Seq Models

One Markovian system, but

1,5,8 frames missing

Form pairs w/ dt=2:

● (0->2),(2->4),(4->6),(7->9)

● States before/after an operator (dt = 2) 

x, queries
y, responses

Feed

Fit w/ GP or NN



In-Context Operator Neural Network

Many Markovian systems

Pairs w/ different dts

x, queries
y, responses

Feed

• Choose a (system, dt) combo
• Eg, (NS w/ Re=100, dt = 2)

• (0->2),(2->4),(4->6),(7->9)

Per row of batch

Fit w/ transformer

ICON [Yang et al 2024]

https://pdearena.github.io/pdearena/


ICON [Yang et al 2024]

ICON mainly works in 1D:

● 1 point/pixel = 1 token

● In 2D, 10 pairs of (x/y) have:

○ 2 * 10 * 128^2 = 3.2E5

VICON [3]

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Patchify, insights from ViT:

● 1 patch = 1 token, p.s. = 16

○ 2 * 10 * (128/16)^2 = 1280

Curse of Dimensionality -> Sol: VICON [3] 

Position/role encoding

Block-wise causal mask

https://pdearena.github.io/pdearena/
https://openreview.net/forum?id=6V3YmHULQ3
https://openreview.net/forum?id=6V3YmHULQ3
https://openreview.net/forum?id=6V3YmHULQ3


Positional & Functional Encodings

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Positional: 

• Relative spatial locations

• eg, (1st, 2nd) patch in (x, y) direction
Assign to all (1,2)s

Repeat to all patches in QOI_1

Functional:

• which example pair? query or response?

• eg, 1st pair’s response (QOI_1)

https://openreview.net/forum?id=6V3YmHULQ3


Block-wise Diagonal Causal Mask

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

A prediction only “sees”:

• Previous example pairs, and

• the current input “frame”

ie, a block-wise diag matrix

··· ···(f1, f3) (f2, f4) (f5, f7) (f6, f8) (f9, f11) (f10, f12)

f5

sequence order

In matrix form:

https://openreview.net/forum?id=6V3YmHULQ3


Benchmarks

Incompressible NS

Compressible NS

1e-8 viscosity

Compressible NS

1e-2 viscosity

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

https://openreview.net/forum?id=6V3YmHULQ3


SOTA Performance w/out Finetuning

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Smallest error on all but 1 subset Fair parameter counts and size

https://openreview.net/forum?id=6V3YmHULQ3


Flexible Rollout Strategy
Trade-offs for auto-regressive forecasting:

● Smaller dt, simpler prediction, but more steps (error accumulation)

● Larger dt, fewer steps, but each forecast harder

Best dt = 3 

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Pilot study -> select best dt

https://openreview.net/forum?id=6V3YmHULQ3


Robust to Irregular Sampling

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Error increase due to imperfection:

• VICON, 21%

• MPP/DPOT, 75%

https://openreview.net/forum?id=6V3YmHULQ3


TKE & Better Scaling

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Scaling law:

● w/ the same training cost

● Train separately vs jointly on all datasets

Potential as foundation model

Gain due to

multi-physics training

Turbulent Kinetic Energy:

● Measured for fully developed subset

https://openreview.net/forum?id=6V3YmHULQ3


Outlooks: Point Cloud & Lagrangian Systems

Point cloud + VICON

OSU SPH astrophysics image gallery

SPLASH

https://arxiv.org/abs/2412.00568
https://arxiv.org/abs/2412.00568


Outlooks: Embed Abstract Structures

Concrete, exact info Abstract info

• Data-efficient, but

• Requires exact info:

• Eqs, LaTeX formulas

• Abstract structure: eg, wavefront

• General within 1 structure, but

• No transferability across structures

Unclear system?

[Sun et al 2026]

Flowers [Muser et al 2026]

https://openreview.net/pdf?id=zIzZxDsNNP
https://openreview.net/pdf?id=zIzZxDsNNP


Outlooks: Embed Abstract Structures

VICON [3]

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Enhanced by

In-context learning enables multi-structures

Flowers [Muser et al 2026]

• 1 abstract physical structure: eg, learning the wavefront

• No transferability across structures

https://openreview.net/forum?id=6V3YmHULQ3
https://openreview.net/forum?id=6V3YmHULQ3
https://openreview.net/pdf?id=zIzZxDsNNP


My Lab’s Directions

Realistic Digital Twins Realistic AI Engineers

How to make experiments affordable?

General geometry

• BSMS-GNN [2]

Multi-physics/condition

• VICON [3]

Respect data cost

• AI for Fusion [1]

Transferable sols

• Adapting-While-Learning [6]

Benchmarks that matter

• SimulCost [5]

How to reduce human labor?

Automated workflows

• FoamAgent [4]

Deploy

Accelerate

Generate

Train

Overview



AL saves 75% training data, on 1 GPU:

● 22 days, low fidelity 

● 217 years, 1.12 M USD, high fidelity

Speedup 45x whole-device tokamak simulation:

● 2 months -> 0.125 hrs/flight

● Deployed at DIII-D

Digital Twin for Fusion [1]

[1] TGLF-SiNN; Cao, Y, et al, Yu, R; NeurIPS 2025 ML4PS workshop; Nuclear Fusion

Nvidia GTC 2025 keynote

https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://blogs.nvidia.com/blog/nvidia-general-atomics-fusion/
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Digital Twins for Complex Geometry: BSMS-GNN [2]

[Gao et al, 2019]

BSMS-GNN [2]

1st Multi-Scale GNN:
• Conserves connectivity

• Non-parametric, generalizable
• Parameter efficient

[Stronisch et al, 2025]

Deployed at Rolls-Royce
● Realistic turbomachinery

● w/ 2.5 million nodes

[2] Bi-Stride Multi-Scale-GNN; Cao, Y, et al, Jiang, C; ICML 2023

https://arxiv.org/abs/2210.00612
https://proceedings.mlr.press/v202/cao23a/cao23a.pdf
https://proceedings.mlr.press/v202/cao23a/cao23a.pdf
https://proceedings.mlr.press/v202/cao23a/cao23a.pdf
https://asmedigitalcollection.asme.org/GT/proceedings-abstract/GT2024/88087/1204833
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
https://neurips.cc/virtual/2025/loc/san-diego/123103
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FoamAgent [4]

Meshing

FoamAgent [4] Automates CFD Configuration

[4] FoamAgent; Yue, L, Somasekharan, N, Zhang, T, Cao, Y, Pan, S; NeurIPS 2025 ML4PS workshop; Computer Methods in Applied Mechanics and Engineering

Modeling

HPC

Credit: IdealSimulations

Credit: Nova HPC

“I need to sim…”

Credit: Comsol

Subagents Results

• 90% success on realistic cases

• Human*days/case -> LLM*hrs/case

http://nips.cc/virtual/2025/loc/san-diego/122973
http://nips.cc/virtual/2025/loc/san-diego/122973
http://nips.cc/virtual/2025/loc/san-diego/122973
https://www.idealsimulations.com/resources/turbulence-models-in-cfd/
https://www.novami.com/nova-technology/high-performance-computing-hpc/
https://www.comsol.com/blogs/your-guide-to-meshing-techniques-for-efficient-cfd-modeling


Resource Matters

https://resource-aware-workshop.github.io/

Created by GPT 5.6 Sol
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Gap: Feasibility and Efficiency
Cost-accuracy trade-off:

• Mesh resolution

• Time step

• Interpolation order

• …

Too coarse?

• Large error

• Hurts downstream

Too fine? solution good, but

• High computing time

• Hurts workflow efficiency

Strike balance
• Cost vs Accuracy

[Fortunato et al, 2023]

Example agent task:

• Tune cylinder flow’s mesh resolution

https://arxiv.org/abs/2210.00612


Is there a benchmark for accuracy-cost tradeoffs?

None! Worse:
Cost-ignorant metrics: pass@K (K=1024)
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SimulCost [5]: 1st Benchmark for Accuracy-Cost Tradeoffs

Experts organize solvers

• Develop & debug

• Analytical cost definition (by FLOPs)

Scale up

• Simulators & scenarios

Benchmarking

• LLM tuning software

• Measure accuracy + cost-efficiency

[5] SimulCost: a Benchmark for Cost-Aware LLM Automating Physics Simulators; Cao, Y, et al, Yu, R; ICML 2026

• LLMs lack physics parameter intuition
• Its “tuning” is 2-3x more “costly”

https://arxiv.org/abs/2411.00412
https://arxiv.org/abs/2411.00412
https://arxiv.org/abs/2411.00412
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A Simplified Trade-off: when to use a tool?

Easy questions:

“What’s the gravity on earth?”

No tool

Hard questions:

“Drag coefficient of this wing?”

Use tools

Faster Expensive Hallucinate Reliable

Finetune LLM to make the right choice?

• How to get labels, at scale?

No tool Use tools

Credit: ComsolAgent tasks are mixed:

• Conceptual + analytical + computing…

https://www.comsol.com/blogs/your-guide-to-meshing-techniques-for-efficient-cfd-modeling


LLM labels easy/hard on its own

AWL: Adapting While Learning

Initial FT w/ answering directly

Directly answer

Right? Easy

Wrong? Hard

Next iter

Change labelHard ones -> Tool trace

FT w/ updated labels

[6] Adapting While Learning; Lyu, B*, Cao, Y* (* equal contributions), et al, Yu, R; ICML 2025

AWL + open models > Closed models
- Both for answer accuracy + tool-usage rate

https://arxiv.org/abs/2411.00412


AWL’s datasets

+ 2 public datasets:

MATH [Hendrycks et al, 2023],  SciBench [Wang et al, 2023]

[6] Adapting While Learning; Lyu, B*, Cao, Y* (* equal contributions), et al, Yu, R; ICML 2025

https://arxiv.org/abs/2411.00412


Better Knowledge Mem + Tool-Invoke Decision

Tool-Usage Accuracy:

● Only invoke tools when the question is hard

Opensource model + AWL > closed SOTA

[6] Adapting While Learning; Lyu, B*, Cao, Y* (* equal contributions), et al, Yu, R; ICML 2025

Answer Accuracy:

● Check results correctness

https://arxiv.org/abs/2411.00412


Natural Handling of Difficulty Levels

AWL switches to tools for challenging questions

• Promising router for mixed task settings

MATH [Hendrycks et al, 2023] dataset:
• w/ labeled difficulty levels 

[6] Adapting While Learning; Lyu, B*, Cao, Y* (* equal contributions), et al, Yu, R; ICML 2025

https://arxiv.org/abs/2411.00412


Expanding Cost Efficiency to Broader Scientific Tasks

• From simulation-only to broad tasks

• Multi-“modality” of cost-tracking

• HCI (not anonymous) as baseline



Recap of today: VICON

[3] Vision In-Context Operator Network for Multi-Fluid Dynamics; Cao, Y, Liu, Y, Yang, L, Yu, R, Schaeffer, H, Osher, S; TMLR 2026

Incompressible NS

Compressible NS

1e-8 viscosity

Compressible NS

1e-2 viscosity

VICON learns

Extracting

SOTA performance + No finetuning:
- Compared to MPP, DPOT

Adapt to shifted measurement frequencies, etc

Form

Shuffle

Consistent context pairs
Per row in batch 

https://openreview.net/forum?id=6V3YmHULQ3


Acknowledgements



End and QA?

Thank You!

If you have any questions, please email me at:
yadicao95@gmail.com

mailto:yadicao95@gmail.com
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