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The Future of Silicon Photonics: Not So Fast?
Insights From 100G Ethernet LAN Transceivers

Erica R. H. Fuchs, Randolph E. Kirchain, and Shan Liu

Abstract—While many articles have touted Si photonics’ po-
tential to bring the bandwidth and power-efficiency benefits of
photonics to mainstream semiconductor applications, rigorous
economic analysis has been lacking. This paper leverages extensive
data from the major electronic and photonic semiconductor man-
ufacturers to model the competitiveness of two Si photonic designs
against InP-based alternatives for a 1310 nm, 100 gigabit ethernet
LAN transceiver. Our results suggest that silicon photonics may
struggle finding low-volume opportunities for early-stage market
adoption for the very reasons that silicon photonics is attrac-
tive—the existing capital-intensive infrastructure in Si-CMOS.
Contrary to popular belief, we demonstrate that InP platforms
can, depending on the yields achieved in each technology, have
equal to or lower production costs than silicon for all expected
production volumes. Silicon photonics does hold great potential to
be cost competitive in markets with annual sales volumes above
900 000, including servers, computing, and mobile devices.

Index Terms—Manufacturing cost, silicon photonics, 100 gigabit
ethernet, III–V photonics.

I. INTRODUCTION

Society today is demanding ever-more bandwidth at ever-
smaller size for a growing suite of communications, com-
puting, and sensing applications. Two issues challenge the
microelectronics industry’s ability to satisfy that demand:
power efficiency and cost. With its higher information carrying
capacity and higher power density, photonics may offer a
solution. Monolithic integration in general and the associated
package reduction may further contribute to this solution.
However, today’s optoelectronic industry is still predominately
built on an III–V material platform with discrete designs and
nonstandardized manufacturing processes that are high cost.
One often-overlooked option is to modernize and standardize
the existing III–V manufacturing infrastructure. Another op-
tion is to move photonic applications onto an Si platform.
While many technical challenges remain [1], the allure of
leveraging Si-CMOS’s existing, sophisticated manufacturing
infrastructure and bringing the performance benefits of pho-
tonics to Si-CMOS applications have made high-performance
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Si photonics a central focus of today’s electronic and photonic
semiconductor research [2]–[7].

To enter mainstream applications such as computing and
sensing, many believe photonics must reach a bandwidth-cost
target below $1/Gb/second (s) [7]. A host of recent public [8],
[9] and private [10]–[12] investments have been targeted at
developing high-performance Si-photonic devices and inte-
grating them on a single Si-CMOS platform. Although these
programs are delivering exciting technological breakthroughs,
the underlying production economics—and thus commercial
viability—of these efforts remain unexplored. Thus, the verdict
is still out on what technological advances will be necessary to
bring down the cost of Si photonics, and in what market applica-
tions Si photonic devices are most likely to make their first entry.

This paper leverages a detailed computational model of
semiconductor fabrication and assembly to quantify the relative
competitiveness of silicon versus InP production platforms.
This paper leverages a case study of four functionally equivalent
1310 nm, 100 gigabit ethernet (GE) Local Area Network (LAN)
transceiver designs to shed broader insights into the production
economics of the competing architectures and material platforms
across market applications. The results reveal that InP platforms
can, depending on yields, have equal to or lower production
costs than silicon for all expected production volumes. This said,
silicon photonics does hold the potential to provide the lowest
cost solution at high volumes, and to be cost competitive in
markets with annual sales volumes above 900 000.

II. CASE SELECTION

To gain insights into the production economics associated
with III–V versus Si photonics, we analyze the relative eco-
nomic competitiveness of four functionally equivalent 1310 nm,
single-mode, 100 GE LAN optical transceivers. While the eco-
nomics of the 100GE case will be of interest to some readers,
we expect the underlying production economics of III–V versus
silicon to hold true beyond the specifics of the case and designs
chosen. We chose 100 GE LAN transceivers for four main
reasons. First, an uncommon breadth of technologies, including
both material platforms (III–V, Si, and hybrid) and integration
strategies, are competing to be the predominant 100GE LAN
solution [3], [8]. Second, 100GE LAN is one of the early
places that high-end Si-based optoelectronic integrated circuits
have been seriously considered as a viable technology alter-
native [9]. Third, both communications and computing firms
have entered to compete in this application space. Finally, the
100 Gb/s interconnection speed is pertinent to future bandwidth
needs in applications beyond traditional wide area and local
networks [8].
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TABLE I
OVERALL DESIGN SPACE (WG: WAVEGUIDE, MUX/DEMUX:

MULTIPLEXER/DEMULTIPLEXER, AWG: ARRAYED WAVEGUIDE, PD:
PHOTODIODE, MOD: MODULATION)

We selected the four transceiver designs to represent a broad
spectrum of the material, process, and architecture options being
proposed across academia and industry. While the IEEE Higher
Speed Study Group—whose interim meeting publications we
followed for a period of one and a half years—considered many
wavelengths, laser types (single versus multimode) and laser
speed combinations, we constrained all of our designs to be
1310 nm, single-mode, 10 10G with distributed feedback
lasers, so as to limit the number of varied parameters and thus
increase the focus on the two material options (InP or silicon)
and levels of integration (including the extent of modulation).
Across the four designs, we then vary three parameters: material,
integration, and modulation (see Table I). Two designs—similar
todesigns beingconsideredbymainstreamvendorswithoffshore
manufacturing—are on an InP platform: 1) a discretely pack-
aged InP transmitter with 10 TOCANs each with a 10G directly
modulated laser (DML) and a single discretely packaged receiver
(Design 1: TOCAN);and 2) a discretely packaged InP transmitter
with a 10 by 10G DML array and discretely packaged receiver
(Design 2: DML).1,2 In addition, two designs—representative
of designs developed by U.S.-based start-ups and universities
and some computing vendors—are on an Si platform: 1) a hybrid
transceiver with an InP laser and detector array mounted on top
of an integrated Si photonic chip (PC) (Design 3: hybrid); and
2) a monolithically integrated PC and InP laser array in a single
package, as suggested by the DARPA proposal (Design 4: Si two
chip).3 Of these alternatives, the Si two chip design represents the
highest level of integration, including a photonic modulator and
detector on the primary silicon substrate. For all four designs, we
limit our analysis to frontend production and backend assembly
of the optical devices, excluding the cost of electronics.

In focusing only on the aforementioned four designs, our
study has limitations. First, we do not include a monolithic,

1In the sections that follow, we use direct modulation to refer to a system with
no modulator where instead the laser is turned on and off using an electrical
pulse. We use internal modulation to refer to a system where a modulator is
monolithically integrated with the waveguide and detector on the PC.

2In Designs 1 and 2, all devices are in InP except the array waveguide in the
receiver, which is in silicon.

3In Design 3, the waveguide is made of silicon. In Design 4, the photode-
tector, modulator, and waveguide are all processed on a silicon platform, with
the waveguide out of silicon and the photodetector and modulator both out of
silicon germanium.

all-optical, photonic integrated circuit (PIC) on an InP platform.
We were unable to gather empirical design and production data
on an InP PIC, such as the all-monolithic InP 10 10G device is
produced by Infinera. Depending on its yields, an InP PIC could
extend the economic viability of the InP platform. Second, in
limiting the scope of our study so as not to include the produc-
tion costs of the electronics, we are unable to consider the cost
advantages of monolithically integrating the electronics with the
silicon photonics (i.e., an Si one-chip alternative). Given the sig-
nificant yield uncertainty already for the Si two chip design, we
leave analysis of an Si one-chip design for future study. De-
pending on its yields, an Si one-chip design could extend the
economic viability of Si Platforms.

III. MODEL ARCHITECTURE AND DATA

A. Forecasting the Production Costs of a New Technology

Assessing the cost of new technology investments has been
a long-standing challenge in the semiconductor industry. In the
1980s, SEMATECH began developing cost of ownership models
to account for the total cost of acquiring, maintaining, and oper-
ating equipment for semiconductor device fabrication [10], [11].
Although activity-based costing and other process-based cost re-
search have extended these methods, today’s mainstream costing
approaches—at SEMATECH and elsewhere—continue to be un-
able to forecast the cost implications of significant technology
advances [11]–[14]. Process-based cost modeling (PBCM) was
developed to address such a problem, serving as a method for an-
alyzing the economics of emerging materials, processes, and de-
sign architectures prior to large-scale manufacturing investments
[13]–[15].

PBCMs project cost by first mapping physical parameters of
product designs to production process requirements (e.g., mate-
rial and thickness requirements to their implications for cycle
times, downtimes, yields). These relationships may be deter-
mined using physical models or through statistical methods. The
model then maps these production process requirements to the
quantity of production resources (e.g., kilograms of material,
person hours, and number of machines) required to meet a stated
production scale target. Finally, the model multiplies these re-
source requirements by their respective prices to determine total
and unit costs [14]. The PBCM forecasts changes in produc-
tion costs with scale by first determining the minimum efficient
fabrication line that is capable of producing a given quantity of
good devices and then inferring the cost of operating that line.

In additional to its new insights, this research significantly
extends the capabilities of the previously published photonics
PBCM [15]. We extend the previous model capabilities in five
ways: building in capabilities to mimic CMOS-compatible Si
photonic processes, creating modeling capabilities to allow
production of front and back end in separate manufacturing
facilities and locations (building on previous work in this
direction [16]), extending the model architecture to be able
to manage 1000 process steps per process flow, revising the
handling of machine dedication to allow dedication to a single
product with complex chemistries, and creating the capability
to model not only processing on the wafer but also raw wafer
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TABLE II
BASE CASE ASSUMPTIONS (PC: PHOTONIC CHIP, SOI: SILICON-ON-INSULATOR)

entry and price. Appendix II shows the 25 inputs used to char-
acterize each process step. In the model, each of these inputs
for a given process step is a function of the design requirements
(e.g., material composition, layer thickness, etc.) for that step.4

With these modeling extensions, this paper demonstrates the
first, empirically based PBCM model of silicon photonics
processing capabilities.

B. Empirical Data and Characterization

To assess the economic viability of silicon photonics, this
research leverages significant new empirical data for both
InP and Si designs and production processes. We obtained
sketches of the four transceiver designs from design engineers
in industry and academia. (See Appendixes I and III.) We then
determined the necessary process flows for the four designs
with help from three companies and one academic source.
We collected detailed per process step production data for the
process flows through on-site interviews, fabrication facility
tours, and data exchange with three component manufacturers,
two mainstream semiconductor manufacturers, one material
supplier, three equipment suppliers, SEMATECH, and one aca-
demic research group. (See Appendix IV.) In the case of III-V
production, where production process steps were not design
specific, we were also able to leverage extensive InP per process
step production data from our previous work [15]. In the case
of Si production, all empirical production data are unique to
this paper. Table II lists our base case assumptions for these
designs. These assumptions represent what we determined to
be the “most likely scenario” based on the empirical production
data we collected from industry for each of the four designs. As
discussed next, we then ran sensitivities across the full range of
inputs found in industry and suggested by the industry experts
we interviewed.

Many factors can affect the projected costs of a new tech-
nology. In this paper, we present the cost impact of the three fac-
tors our results show to have the largest cost implications—scale
[specifically, annual production volume (APV)], manufacturing
location, and yield. We explore the cost impact of each across

4Examples of individual process steps would be “70 nm InGaAsP (1.25 mi-
cron) on InP metal-oxide chemical vapor deposition (MOCVD),” “remove re-
sist,” or PIC die inspection visual test.” As modeled, Designs 1 requires 734
process steps, Design 2 83 process steps, Design 3 134 process steps, and De-
sign 4 201 process steps.

the full range of possible values for the variable (where the full
range of values for APV is determined by the expected size of
existing and future markets, and the range of manufacturing
location and yield variables are determined by data from in-
dustry). In the case of manufacturing location, we use the em-
pirical production differences between the U.S. and developing
East Asia (D.E.A.) found in [16]. As discussed in [16], optoelec-
tronic component manufacturers have experienced much diffi-
culty producing high-end chips in D.E.A. Accordingly, we vary
the range of modeled manufacturing locations with the com-
plexity of the frontend fabrication for each design. In partic-
ular, we assume that in the short term, the TOCAN design will
either be manufactured with the laser chip in the U.S. and the
backend assembly and packaging in D.E.A. (split) or entirely in
D.E.A (all D.E.A.). We assume that the remaining three designs
are likely to be manufactured such that frontend production oc-
curs in the U.S. and backend assembly and packaging in D.E.A.
(split) or entirely in the U.S.

The production yields achievable for each technology is un-
certain. In the case of the TOCAN design, our base case cumula-
tive yield for the 10G TOCAN laser is 3%. Designs 2, 3, and 4 all
use the same DML laser array. For this DML, we model cumu-
lative yields from 0.26% to 2.6%. These laser yields are based
on primary per process step production data from InP optoelec-
tronic component manufacturers. We vary our hybrid PC cumu-
lative yields from 70% to 95% based on primary per process step
data from electronic semiconductor manufacturers and a main-
stream semiconductor manufacturer process expert’s estimates
for the yield impact of photonic integration on the main produc-
tion line. Notably, the Si two chip is an untested process flow and
has a much higher degree of yield uncertainty. One leading pro-
duction expert estimated a yield loss of 11% alone for the new
Germanium process step for photo detection, due to challenges
associated with lattice matching Si and Ge [17]. Based on histor-
ical experience with 0.18 m node manufacturing, this produc-
tion expert estimated an additional defect-driven yield loss of
3% to 4% for the other new photonic process steps. In the worst
case scenario, complications associated with thermal treatments
could cause systemic yield losses as high as 25% to 50% [17].
Aggregating these estimates, we estimate that the Si two chip
PC cumulative yield ranges from 40% to 95%.

To cover these uncertainties, we model four base cases and
20 different location and yield scenarios across the four designs.
We present the full range of location and yield sensitivity sce-
narios that we explore in this study in Table III.5

5We only provide yields in Table II for the lasers and the full PC because,
given our modeling assumptions, the yields for the other devices were not avail-
able—either because we only included those devices as purchase costs or be-
cause those devices were integrated into the photonic integrated chip and did not
themselves have differentiated yields. Specifically, in the case of Design 1 and
Design 2, only the fabrication of the laser is modeled while the remaining com-
ponents are included as purchased part costs in the modeled assembly processes.
In the case of Designs 3 and 4, we are only able to collect data and model yields
for the lasers—whose fabrication occurs separately, and then the final photonic
integrated chip, but were unable to collect data on the yields of the individual
devices as they were integrated into the photonic integrated chip. We chose to
only model the laser and photonic integrated chip because these are the areas
with the greatest uncertainty around expected yields. Discrete photodetectors
and multiplexors today have high yields with limited variability or uncertainty
around those yields. In Appendix 1 Table I and Appendix 1 Fig. 1, we clarify
which devices are modeled and for which devices we assume part costs.
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TABLE III
SCENARIOS ANALYSIS FOR THE FOUR DESIGNS

Fig. 1. Aggregate production cost and cost breakdown for the four designs
modeled for base case conditions at 3 million units per year.

IV. RESULTS

A. Base Case Results and Cost Drivers

Fig. 1 shows the modeled aggregate cost and breakdown by
process type for each design at a production volume of 3 million
units per year. The modeled total unit costs for Designs 1, 2, 3,
and 4 are $171, $73, $55, and $54, respectively. For the more
discrete, InP designs backend assembly and packaging represent
91% (TOCAN), and 83% (DML) of the total cost. For the more
integrated Si designs, backend assembly and packaging only
contribute 47% (hybrid) and 31% (Si two chip) of the total costs.

Fig. 2. Total cost comparison of designs w/ yield and regional sensitivities (top
and bottom bands plus base case yield bands).

B. Volume Matters: Why We Should not be Forgetting InP

As can be seen in Fig. 2, the relative competitiveness of the
four designs changes dramatically with their expected APV.
As described earlier in Section III-A, each point on the curve
represents the production facility required to achieve a given
production volume (e.g., quantity of each type of labor, mate-
rial, electricity, equipment, building space, etc., for each step
given the facility’s assumed production capabilities such as
yields and downtimes). The knee in each of the curves is driven
by the point at which the equipment on the line starts to become
fully utilized. Beyond this point, while additional equipment
is still added to achieve higher volumes, the facility no longer
has a large number of the machines with excess production
capacity.

The base case assumptions for each design are represented
by the dotted lines. For these conditions, the DML, hybrid, and
Si two chip designs reach a relatively steady-state cost at $71,
$50, and $44, respectively. Given the slope of their respective
cost curves, the base case results suggest that the DML is most
competitive at production volumes below 900 000; the hybrid, at
production volumes between 900 000 and 1.7 million, and the Si
two chip at production volumes above 1.7 million (“base case”).
Notably, the hybrid and Si two chip production cost curves have
similar slopes after crossing—they maintain only a $5–$6 or

10% cost difference at high volumes. The TOCAN design
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remains uncompetitive against the DML well below APV of
100 000 despite having a considerable cumulative yield advan-
tage and production based entirely in D.E.A.

To capture the uncertainty in the results, we plot the sce-
narios with the highest cost and the lowest cost for each de-
sign. In the case of the DML, hybrid, and Si two chip designs,
the highest cost band is the “U.S.: Low yield” scenario, and the
lowest cost band is the “Split: High yield” scenario. In the case
of the TOCAN design, all of the production is in the D.E.A. and
so the top and bottom bands represent the low- and high-yield
scenarios, respectively. The model results suggest that moving
backend production to D.E.A. provides a 30% (Si two chip) to
36% (DML) total production cost saving, primarily due to labor
cost savings. Si two chip has the largest cost range—a 72%
cost difference between the top and the bottom of the band at
economies of scale—because the Si two chip design presents
the largest frontend yield uncertainty of the four designs.

The production volume at which each design is most compet-
itive depends significantly on which scenario within these un-
certainty bands is attainable. While the DML is definitely most
competitive at low volumes, any of the three designs could be
competitive at higher volumes, depending on the scenarios com-
pared (“full uncertainty”). If the DML is able to achieve the best
case scenario, it is cheaper than the hybrid and Si two chip base
cases at all production volumes, except in the 25–30 million
range, where it is then approximately equal to the Si base case.
If all designs achieve their best case scenario, for each there ex-
ists a region such that the other designs are unable to compete
(“best case all designs”). Admittedly, the DML, hybrid, and Si
two chip designs all share the same laser design. Assuming the
same laser yields (base case) and production locations (U.S.) for
all three designs and only varying the silicon PC yield, we find
the DML most competitive up until 900 000, either the DML or
hybrid most competitive between 900 000 and 1.1 million, the
hybrid most competitive between 1.1 million and 1.7 million,
and the hybrid or Si two chip most competitive above 1.7 mil-
lion (“best estimate”). Finally, the Si two chip design has the
promise to achieve the lowest production cost: at annual vol-
umes above 25 million, with the best production assumptions,
the Si two chip design can provide up to a 15% cost savings over
the hybrid design.

C. Opportunities to Improve Yield: Getting the Biggest Bang
for Your Buck

Although knowing the costs of alternative scenarios is useful
for informing design and manufacturing location choice, deci-
sions on where to focus future technology development require
more detailed information. As demonstrated in the previous sec-
tion, development efforts to improve yield can change the rela-
tive competitiveness of designs. However, the process yield im-
provements with the greatest return on investment will vary by
design [15]. Understanding which process improvements will
have the greatest cost-impact on each design can help deci-
sion-makers assess the likelihood of and time lag for each design
to meet the more optimistic cumulative yields and production
costs such as shown in the previous section.

Fig. 3. Cost elasticity for full process flow by process step for each of the four
designs.

The production unit cost elasticity to yield provides a deci-
sion maker with the percentage change in cost associated with
a percentage change in yield. To determine the production unit
cost elasticity to yield for each design, we sequentially apply
a uniform 0.1% yield change to each process type in the pro-
duction process flow for that design. The model projects how
this change would impact operational characteristics, resource
requirements, and manufacturing cost. We show the associated
impact on modeled total unit cost for each design in Fig. 3. The
process steps whose yields have the biggest impact on cost for
TOCAN and DML devices are mainly the backend assembly
steps including weld, filter assembly, lidding and lid check, and
wire bond. Many of these steps involve active alignment proce-
dures where new techniques are still needed to deliver precision
at speed. For example, in the TOCAN design, filter assembly
and weld are steps which integrate ten separate 10G TOCANs
into a single package and depend upon active alignment. The
process steps whose yield have the biggest impact on cost for
the hybrid and Si two chip’s devices are the frontend processes
such as plasma etch, PC photolithography, and deposition pro-
cesses (plasma-enhanced chemical vapor deposition). For ex-
ample, plasma etching occurs frequently during the production
process for both designs and can result in roughness in etched
structures. Resist reflow is one opportunity to improve such sur-
face smoothness [3].

V. DISCUSSION

This research explores the economic viability and technical
advances necessary for silicon photonics to compete with tradi-
tional optoelectronic design and material platform alternatives
in the long term. We look at the case of 100GE LAN optoelec-
tronic transceivers due to the wealth of material platforms and
design architectures currently competing to become the dom-
inant design in this space. We find that the most competitive
technical solution is highly dependent on the realized APV. At
annual volumes below 900 000, a DML array on an InP platform
will likely be the most competitive solution. At APVs above
900 000 the hybrid and above 1.7 million the Si two chip de-
signs vie to be most competitive. The exact volumes at which
each design is most cost competitive depends significantly on
the yields achieved.
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A. For Each Technology a Market

These results provide insights into which markets Si- pho-
tonic designs may find their first application. The Massachusetts
Institute of Technology (MIT) Communication Technology
Roadmap suggests that over time optoelectronics will expand
out into applications at the edge of the network, roughly
following the sequence—telecom/datacom, server clusters,
storage area network, consumer electronics, and mobile appli-
ances. Each of these applications has a higher market volume
than the last. Forecasts estimate that 40G and 100G ethernet
interconnect volumes will be 63 000 units in 2009, and 344 000
units in 2012 [18]. More broadly, market forecasts estimate that
the telecom/datacom transceiver market will rise to 2 million
units annually by 2013 [19]. In contrast, consumer electronics,
including computers and mobile appliances already have mar-
kets in the billions units per year. Thus, while InP and hybrid
designs are most likely to be competitive at the production
volumes expected for telecom and datacom applications, Si
two chip designs could have a cost advantage—and thus gain
market entry—in server and storage area network applications
if our base case yields are achieved.

While our goal has been a comparative analysis and not to
match the cost accounting practices of individual firms, it is
worth noting that the DML, hybrid, and Si two chip designs all
achieve expected costs below $100 per transceiver (or $1/Gb/s)
at APVs above 650 000 units—the cost target for mainstream
applications. At production volumes above 30 million units an-
nually, the most optimistic assumptions suggest a cost close to
$25/transceiver (or $0.25/Gb/s). Further, these expected costs
include amortized fixed capital costs—a cost we believe to be
borne by firms and thus appropriate but that is not included by
most mainstream accounting and pricing practices. These re-
sults suggest great promise for silicon photonics to meet cost
targets in midterm server and storage area network applications,
and to provide even lower cost devices for future, high-volume
consumer and mobile computing applications.

B. Future of Silicon Photonics

New technologies often begin in low-volume applications for
nonmainstream markets [20]–[22]. While past research has sug-
gested that the struggle to become commercial can be due to
institutional challenges (such as available technology transfer
mechanisms from universities to industry [23], [24] or due to
the market or competency frameworks of established firms [20],
[25], we demonstrate here a different barrier. Specifically, sil-
icon photonics may struggle finding low-volume opportunities
for early-stage market adoption for the very reasons that silicon
photonics is attractive—the existing capital-intensive infrastruc-
ture in Si-CMOS.

This result may not be a bad thing. Our research shows that
depending on the relative yields achieved in InP and silicon,
InP designs can be equal to or cheaper than silicon-platform
alternatives at all production volumes. These results suggest
significant value in continued investment in InP platforms, in-
cluding monolithic integration technologies and standardizing
production.

Silicon photonics does have the potential at high volumes
to provide the lowest cost solution. There are also reasons
other than cost for developing silicon photonics. Much of
electronics occurs in silicon-CMOS. Shy of a world where all
is optical, it will be important for cost, performance, and size
reasons to be able to integrate photonics onto the same chip
as electronics in certain applications. Given such a goal, our
results raise new questions for how industries—such as the
computing industry—can avoid having their well-established
material and capital platforms act as barriers to entry for the
very technologies they need to survive.

APPENDIX I

APPENDIX I TABLE I
DETAILED DESIGN INFORMATION (TX: TRANSMITTER, RX: RECEIVER) NOTE:
FOR EACH COMPONENT WE IDENTIFY WHETHER THE PRODUCTION OF THE

COMPONENT IS MODELED, NOT MODELED BUT INCLUDED AS A PURCHASED

COST DURING THE MODELED ASSEMBLY PROCESS, OR NOT INCLUDED IN

REPORTED COST
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Appendix I Fig. 1. Cartoon sketches of the four designs described and modeled
in the paper: (a) Design 1: TO CAN, (b) Design 2: DML, (c) Design 3: hybrid,
and (d) Design 4: Si two chip.

APPENDIX II
PROCESS STEP INPUTS (SOURCE: [15])

APPENDIX III
SOURCES OF DESIGN AND PROCESS FLOW DATA
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APPENDIX IV
SOURCES OF PER PROCESS STEP PRODUCTION DATA
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